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Abstract
Natural agents, such as humans, excel at building representations of the world and
using them to effectively draw inferences and make decisions. Critically, the development of such advanced reasoning capabilities can occur even with limited supervision.
In stark contrast, the major successes of machine learning (ML)-based artificial
agents are primarily in tasks that have access to large labelled datasets or simulators,
such as object recognition and game playing. This dissertation focuses on probabilistic modeling frameworks that shrink this gap between natural and artificial agents
and thus enable effective reasoning in supervision constrained scenarios.
This dissertation comprises of three parts. First, we formally lay the foundations
for learning probabilistic generative models. The goal here is to simulate any available
data, thus providing a natural learning objective even in settings with limited supervision. We discuss various trade-offs involved in learning and inference in high
dimensions using these models, including the specific choice of learning objective,
optimization procedure, and parametric model family. Building on these insights,
we develop new algorithms to boost the performance of state-of-the-art models and
mitigate their biases when trained on large uncurated and unlabelled datasets.
Second, we extend these models to learn feature representations for relational data.
Learning these representations is unsupervised, and we demonstrate their utility for
classification and sequential decision making. Third and last, we present two realworld applications of these models for accelerating scientific discovery in: (a) learning
data dependent priors for compressed sensing, and (b) design of experiments
for optimizing charging in electric batteries. Together, these contributions enable
ML systems to overcome the critical supervision bottleneck for high-dimensional
inference and decision making problems in the real world.
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the same total time (10 minutes) from 0% to 80% SOC. Thus, our parameter
space consists of unique combinations of the three free parameters CC1, CC2,
and CC3. For each step, we specify a range of acceptable values; the upper
limit is monotonically decreasing with increasing SOC to avoid the upper cutoff
potential (3.6 V for all steps). (b) CC4 (color) as a function of CC1, CC2, and
CC3 (x, y, and z axes, respectively). Each point represents a unique charging
protocol.
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9.3 Early cycle life predictions per round. The tested charging protocols and the
resulting predictions are plotted for rounds 1–4. Each point represents a charging protocol, defined by CC1, CC2, and CC3 (x, y, and z axes, respectively).
The color represents cycle life predictions from the early outcome prediction
model. The charging protocols in the first round of testing are randomly selected. As BO shifts from exploration to exploitation, the charging protocols
selected for testing by the closed loop in subsequent rounds are primarily in
the high-performing region.
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9.4 Evolution of the parameter space per round. The color represents cycle life as
estimated by BO. The initial cycle life estimates are equivalent for all protocols;
as more predictions are generated, BO updates its cycle life estimates.
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9.5 (a) Distribution of the number of repetitions for each charging protocol. Only
46 of 224 protocols (21%) are tested multiple times. (b) Current vs. SOC
for the top three fast-charging protocols as estimated by CLO. CC1–CC4 are
displayed in the legend. All three protocols have relatively uniform charging
(i.e., CC1≈CC2≈CC3≈CC4).
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9.6 Discharge capacity vs. cycle number for all batteries in the validation experiment. See Figure 9.7 for the color scheme legend.
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9.7 (a) Comparison of early-predicted cycle lives from validation to closed-loop
estimates, averaged on a protocol basis. Each 10-minute charging protocol is
tested with five batteries. Error bars represent the 95% confidence intervals. (b)
Observed vs. early-predicted cycle life for the validation experiment. While our
early predictor appears biased, likely due to calendar aging effects, the trend
is correctly captured (Pearson correlation coefficient r = 0.86). (c) Final cycle
lives from validation, sorted by CLO ranking. The length of each bar and the
annotations represents the mean final cycle life from validation per protocol.
Error bars represent the 95% confidence intervals.
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1 Introduction
Imagination is the living power and prime agent of all human perception.
– Samuel Taylor Coleridge
The ability to effectively combine data and computation to make inferences and
decisions is a long-standing goal of artificial intelligence (AI). In the last few decades,
there has been an explosion in the scale of datasets and computational resources
available within several disciplines ranging from natural to social sciences [RD15].
Yet, there exists a fundamental gap in the capabilities of current AI systems and those
required for complex reasoning in science and engineering. Most of the successful
data-driven deployments of AI in the real world are restricted to applications of machine learning (ML) where we have access to large labelled datasets or environment
simulators, such as object recognition [He+16] and game playing [Sil+17]. This
is hardly a practical assumption for many scientific domains, such as the physical
and biological sciences, where the collection of labels can be prohibitively expensive
incurring costs due to time, money, privacy, and safety [Zho18].
At the same time, there is compelling evidence from natural agents in the real
world, such as humans, suggesting that complex reasoning tasks such as probabilistic inference and long-horizon planning do not require copious amounts of labelled
supervision [Bar89; BK96; Gop10]. Real world data modalities, including the ones
that arise in scientific applications, are typically high-dimensional, e.g., images,
video, graphs. And even with limited access to supervision, natural agents can learn
to reason over such data by learning meaningful spatiotemporal representations. For example, instead of monitoring individual pixels in the frames of a video, we can learn
1
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to represent physical objects by clustering similarly colored pixels in close proximity
and reasoning about their dynamics over successive frames collectively. How do
we endow artificial agents with similar representation and reasoning capabilities in
high dimensions given only limited access to labelled supervision?

1.1

Approach

This dissertation explores the above question in detail from the lens of probabilistic
generative modeling. To motivate the generative modeling paradigm, consider the
Imagenet dataset of natural images [Den+09]. What is the process by which any
image in the dataset was created? Intuitively, one can think of multiple factors at
play during image creation. Some of these factors are specific to imaging technology,
such as lighting, camera resolution, and location; whereas other factors concern
exogenous physical and biological phenomena, such as the shapes, colors, and sizes
of plants, animals, and inanimate objects. While a complete characterization of the
factors of variation during image creation seems to be an arduous task for large and
diverse datasets, it can offer us useful insights about the structure of the world.
The goal of a probabilistic generative model is to automate the above task by
learning to generate a given dataset. As we noted in the thought experiment above,
one can hope that a model that succeeds at this task would learn to extract insightful structure in large datasets. As such this goal is not tied to the availability (or
unavailability) of labelled supervision and hence its use does not preclude any
of the traditional learning paradigms such as supervised or reinforcement learning. For example, Naive Bayes is a standard generative classifier that models the
joint distribution between inputs and labels and makes predictions using Bayes
rule [NJ02]. Above and beyond the aforementioned learning paradigms, the focus
of this dissertation will be on using generative models for learning representations
and reasoning for various kinds of supervision constrained settings, such as unsupervised and transfer learning. To this end, we organize the dissertation around
three key organizational themes, which we discuss next.
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1.1.1 Foundations of Probabilistic Generative Modeling
A generative model induces a probability distribution and generating data from the
model is equivalent to sampling from this induced distribution. During learning,
we are given a dataset and our goal is to optimize for the model distribution that
is as close as possible to the underlying (unknown) data distribution from which
the dataset was obtained. In high dimensions however, the curse of dimensionality
kicks in as the dataset covers only a small region of the true support of a potentially
complex data distribution. Hence, a practical algorithm for learning a generative
model for high-dimensional data involves numerous design choices and trade-offs
therein. For example, how do we formalize a learning objective for closeness between
the model and data distributions? How do we optimize and regularize such an
objective to enable generalization beyond the training dataset?
The status quo in generative modeling is a large set of sufficiently distinct frameworks derived from different algorithmic design choices (see Chapter 2 for a brief
review and [Goo16; KW19; Pap+19] for broad surveys). Yet, till date, there is no
dominant framework even when we restrict ourselves to a minimal set of basic
evaluation criteria. The contributions in this dissertation contribute to this growing
literature in two fundamental ways. First, we quantify the trade-offs in learning
and inference for existing generative models. In particular, we show for the first
time quantitatively that existing models which optimize for sample generation progressively assign poorer likelihoods to the observed data during training even in the
absence of overfitting [GDE18]. As a remedy, we provide alternate regularization
schemes for learning to excel at both sampling and likelihood estimation.
Second, we develop ‘‘plug-in” model-agnostic algorithms for increasing the
expressiveness of generative models. We provide two such techniques: (a) an
unsupervised boosting algorithm to sequentially increase model capacity [GE18;
Gro+19a], (b) a bias mitigation algorithm that fuses multiple unlabelled data
sources (potentially uncurated) for sample-efficient learning and avoids the perils
of dataset bias accompanying such a fusion [Cho+20]. Together, these contributions
improve the performance of state-of-the-art models on data generation [Gro+19a;
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Cho+20] as well as a diverse set of downstream use cases such as domain adaptation [Gro+20], data augmentation [Gro+19a], and model-based off-policy policy
evaluation [Gro+19a].

1.1.2

Relational Representation and Reasoning

Reasoning with relational data is key to understanding how objects interact with
each other and give rise to complex phenomena in the everyday world. Wellknown applications include knowledge base completion [Wan+17a], program
synthesis [Bro+18], visual question-answering [Ant+15], and social network analysis [WF+94]. Although access to relational datasets has increased significantly
in the last few decades, canonical representations, such as adjacency matrices for
graphs, are discrete and combinatorial. Moreover, obtaining labeled supervision
for predictive tasks over nodes and edges can be expensive in large graphs. Hence,
integrating these datasets directly into modern ML systems that rely on continuous
gradient-based optimization techniques, make strong independence and identically
distributed (i.i.d.) assumptions, or require excessive supervision is challenging.
A successful remedy for these challenges is to design unsupervised algorithms to
learn continuous representations for the nodes in graphs. We improve upon classic
approaches such as spectral decomposition by proposing new frameworks based
on generative modeling and contrastive learning. For the latter, the goal is to learn
representations that can distinguish similar nodes from dissimilar ones. We extend
previously proposed objectives in vision and language, such as skipgram [Mik+13]
and triplet losses [HA15], to establish notions of similarity for graph-structured
data. Notably, our frameworks [GL16; GZE19] are carefully designed to scale to
large graphs both during learning and inference, with downstream use cases in
node classification and link prediction. Furthermore, we successfully extend these
ideas to even interactive graphs specified as a multiagent system [Woo09]. Here, we
are interested in modeling the behavior of an agent (nodes) based on its interactions
(edges) with other agents. We show that the behaviors encoded in our learned
representations inform effective counter or complementary strategies for competitive
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and cooperative reinforcement learning respectively [Gro+18c; Gro+18d].

1.1.3

Applications in Science and Society

In 2015, the United Nations adopted 17 Sustainable Development Goals as a ”blueprint
to achieve a better and more sustainable future for all”. Science and engineering has
a dominant role to play in succeeding at these goals, which range from eradicating
poverty and hunger to providing quality healthcare and clean energy [Gom+19].
However, scientific discovery and technology development can be very expensive,
as it crucially relies on experimental evidence for validating hypothesis and running
experiments incurs costs due to time, money, resources, and safety.
Probabilistic models can play a key role in alleviating experimental costs by rethinking conventional paradigms for data acquisition. Broadly, there are two distinct
avenues for improvement: what data to acquire and how to acquire it. The former
concerns with optimal experimental design, where we are interested in finding an
experimental configuration that maximizes an objective of interest. In a Nature case
study, we ground this problem in a novel setup aimed to optimize charging protocols that maximize the battery life of electric vehicles [Att+20]. The search space
for charging protocols is massive, and every single experiment is time-consuming
and has safety risks. Traditional approaches, such as Bayesian optimization and
multi-armed bandits, use different strategies for balancing exploration and textitexploitation in order to reduce the total number of experiments [Sha+15]. This is
not always enough, as the running costs of even a single experiment can often be
prohibitive (in the order of months to years for battery charging).
To cut such costs, we use low-fidelity signals that are noisy but easy-to-obtain for
exploration-exploitation [HKV19]. Specifically, we train a probabilistic model of
battery lifetimes (learned on offline data) to predict the outcomes of experiments
(battery life) based on data collected during the experiment run (e.g., voltage,
capacity etc.). If the outcome of an experiment is predicted to be suboptimal with
high confidence, we terminate it and allocate resources for future experiments much
faster. In our real-world deployment, we observe a ∼15x reduction in testing times
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over baselines using this approach. Further, we discover novel charging protocols
that outperform prior art and suggest new modes of battery degradation [Att+20].
Besides expensive labels, the curse of dimensionality also bottlenecks data acquisition for many real world applications. For instance, high resolution MRI scans
in hospitals are important for accurate diagnosis but they can be very slow to obtain
pixel-by-pixel. Instead, compressed sensing partially alleviates this difficulty by
acquiring a compressed representation of the data using a small number of random
projections [Don06; CT05; CRT06]. If the data is sparse in some suitable basis
(e.g., images in the wavelet basis), then we can provably recover the data exactly
using approximately a logarithmic number of measurements. In the real world, we
however routinely have access to pre-existing datasets for many target domains. To
exploit this statistical resource, we learn an acquisition (encoding) and recovery
(decoding) strategy via a novel autoencoder-based generative model [GE19]. Our
proposed generative approach improves recovery of high-dimensional images by

∼30% for the same number of measurements as baseline approaches.

1.2

Related Research

Broadly, this dissertation builds upon a rich body of prior work in probabilistic
methods for modeling and learning from data. This prominently includes the
wide literature on graphical models [KF09], where the focus is on representing
probability distributions over high-dimensional data compactly using a (sparse)
graph data structure. A generative model can also be thought of as a probabilistic
graphical model and both terminologies are routinely used for models that express
joint distributions over high-dimensional data. However, the graph structure is of
limited relevance here as most modern generative models, such as autoregressive
models [Uri+16], correspond to a dense graphical model that provides expressive
power and yet are amenable to efficient learning via the use of functional parameterizations such as deep neural networks. Moreover, the inference queries of interest
in downstream applications of generative models are typically more specialized
(e.g., sampling, density estimation) than the broad scope considered for graphical
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models. Nevertheless, many of the algorithms we discuss in this dissertation trace
their roots to learning and inference in probabilistic graphical models.
Another line of related research concerns dimensionality reduction techniques
which aim to find low dimensional structure in high-dimensional data. A classic
example is Principal Component Analysis (PCA) which computes linear projections
of the data that maximize the variance in the data [Pea01]. Several other linear
and non-linear dimensionality techniques draw their inspiration from manifold
learning, metric learning, and information theory and are frequently used for feature
extraction in machine learning. These prominently include autoencoders [BCV13]
and their variants, such as denoising autoencoders [Vin+08] and variational autoencoders [KW18], which employ deep neural networks for dimensionality reduction
and have close connections with generative modeling.
Finally, this dissertation benefits and contributes to the prior literature on stochastic optimization. Stochastic optimization is the workhorse of modern ML on large
datasets. Perhaps the most successful instantiation concerns the optimization of
deep neural networks using gradient-based optimization methods [LBH15]. We
will routinely use such parameterizations and optimization methods for developing
probabilistic modeling frameworks that can scale to large datasets. Further, we will
also extensively employ and extend stochastic optimization methods that account
for randomness due to unobserved (latent) variables [Moh+19].

1.3 Dissertation Overview
This dissertation is organized into 3 thematic parts.
Part 1 investigates the statistical and computational foundations of probabilistic
generative modeling.
• In Chapter 2, we provide the necessary background to setup the problem and
review some key prior works.
• In Chapter 3, we discuss trade-offs in two central learning paradigms of generative modeling: maximum likelihood estimation and adversarial learning.
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This chapter is based on [GDE18].
• In Chapter 4, we present a model-agnostic algorithm to boost the performance
of any existing generative model. This chapter is based on [Gro+19a] and
builds on our earlier work in [GE18].
• In Chapter 5, we present another model-agnostic algorithm to address the issue
of latent dataset bias in fusing multiple unlabelled data sources for training
generative models. This chapter is based on [Cho+20].
Part 2 extends the use of probabilistic generative models for representing and reasoning over relational domains, where the data points violate the independent and
identically distributed (i.i.d.) assumption.
• In Chapter 6, we present a latent variable generative model for learning representations of nodes in graphs. This chapter is based on [GZE19] and also
discusses our earlier work in contrastive graph representation learning [GL16].
• In Chapter 7, we present an algorithm combining generative and contrastive
objectives for learning representations of agent policies in a multiagent system.
This chapter is based on [Gro+18c] and [Gro+18d].
Part 3 discusses the use of probabilistic methods for real world applications in
scientific discovery and sustainable development.
• In Chapter 8, we present a generative modeling framework for learning acquisition and recovery procedures in statistical compressed sensing. This chapter
is based on [GE19].
• In Chapter 9, we present an optimal experimental design approach suitable for
domains with large design spaces and time intensive experimentation. As a
case-study, we use it to optimize charging protocols for electric batteries. This
chapter is based on [Att+20] and builds on our earlier work in [Gro+18b].
We summarize the major contributions in this dissertation and exciting open directions for future research in Chapter 10.

Part I
Foundations of Probabilistic
Generative Modeling

9

2

Background
We begin by providing some background on probabilistic generative modeling.

Generative models are a framework for learning and sampling from probability
distributions. The focus in this thesis will be on distributions defined over highdimensional objects, which includes images, videos, and graphs among other data
modalities. We first formally setup learning in generative models as an optimization
problem. Thereafter, we elucidate the challenges in learning due to the curse of
dimensionality. Finally, we characterize and contrast major families of generative
models in use today that seek to overcome these challenges.
Notation.

Unless explicitly stated otherwise, we assume that probability distribu-

tions admit absolutely continuous densities on a suitable reference measure. We
use uppercase notation X, Y, Z to denote random variables and lowercase notation
x, y, z to denote specific values. We use boldface for multivariate random variables
X, Y, Z and their vector values x, y, z.

2.1

Problem Setup

We start with the standard assumption in probabilistic machine learning that any
observed data point x ∈ Rd is sampled from some fixed data distribution pdata . Here,
d is the data dimensionality and typically in the order of hundreds to thousands for
the data modalities of interest, e.g., number of pixels in high-resolution images. We
do not know pdata analytically; we only have access to a dataset Dtrain of training data
10
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Figure 2.1: Learning a generative model. The true data distribution is a mixture
of 2 Gaussians (blue). We only observe a training dataset of samples from this
distribution (shown as ×). The model family M is unimodal Gaussian distributions
and the parameters θ correspond to the mean and variance. We learn the best fit
parameters θ ∗ (green) by minimizing the Kullback-Leibler (KL) divergence between
pbdata and pθ . Post learning, we can use the generative model p∗θ to generate more
data via sampling (shown as ).
points drawn independently from pdata .1 We will use pbdata to denote the empirical
data distribution which assigns uniform probability mass to all points in Dtrain and
zero outside.
The goal of generative modeling is to learn the data distribution pdata given
access to Dtrain . In order to do so, we parameterize a family of models M (i.e., the
hypothesis class). Each member of M is specified by a set of real-valued parameters
θ that induce a probability distribution pθ . During learning, we search for the
parameters θ ∗ that best minimize some notion of discrepancy (e.g., a probabilistic
divergence) between the data distribution pdata and the model distribution pθ .

θ ∗ = arg min dis( pdata , pθ )

(2.1)

θ ∈M

Figure 2.1 shows an illustrative example for learning a toy 1D data distribution. In
1 Wherever

necessary, we will also assume access to held-out datasets Dvalid for model selection
during validation and Dtest for reporting testing results.
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practice, since we only have sample access to pdata via Dtrain , we effectively evaluate
and minimize the discrepancy between pbdata and pθ following the principal of
empirical risk minimization [Vap99]. To prevent overfitting the model to Dtrain ,
we can further regularize the optimization problem using any of the standard
approaches in machine learning, such as minimizing the norm of the weights or
early stopping based on validation error.

2.2

Learning & Inference

In this section, we dig deep deeper into some concrete learning objectives for generative modeling and some fundamental inference tasks of interest using these models.
For a gentle introduction, we begin our discussion with maximum likelihood estimation which is the foundation for many classical and contemporary learning
frameworks for generative modeling. We will also discuss likelihood-free objectives
in later sections, notably in the context of generative adversarial networks.
Learning.

The Maximum Likelihood Estimation (MLE) principle optimizes for

the model parameters that minimize the Kullback-Leibler (KL) divergence between
the data distribution and the model distribution:
DKL ( pdata , pθ ) = E pdata [log pdata (x)] − E pdata [log pθ (x)]

(2.2)

Note that the first term corresponds to the entropy of the data distribution which
is constant w.r.t. θ and hence, it can be ignored. Consequently, the MLE objective
simplifies to minimizing the expected negative log-likelihood assigned by the model
to the training dataset:
min −E pdata [log pθ (x)] := LMLE (θ ).

θ ∈M

(2.3)

In practice, since we do not have access to pdata , we can approximate pdata via the
empirical data distribution pbdata .
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There are two key fundamental inference tasks with a generative model.

1. Sampling: generating samples from the model distribution x ∼ pθ .
2. Density estimation: evaluating the probability assigned by a model pθ (x) to a
given data point x.
A few models additionally include latent variables Z in addition to the observed
variables X. For these models, we will also consider another task of inferring the
latent variables for a given data point x.

2.3

Deep Generative Models

The earliest generative models were restricted to simple model families, such as
mixtures of finite Gaussians or Bernoullis to model continuous and discrete data
respectively. These models suffer from the curse of dimensionality and have limited
success when applied to high-dimensional data modalities such as images, videos,
and graphs. As the data dimensionality increases, the target data distribution pdata
can be very complex (high number of modes). This requires a very large number of
mixture components to fit high-dimensional data distributions and consequently,
optimization can be a challenge for such large mixture models. Moreover, the sample
complexity for learning large models is prohibitively high as pdata will generally
have a support much larger than the empirical data distribution pbdata . It is critical to
choose model families and optimization algorithms which reflect inductive biases
that can generalize beyond Dtrain .
In recent years, we have seen ample evidence in favor of deep neural networks
as general-purpose non-linear function approximations across a variety of tasks
and modalities involving high-dimensional data [LBH15]. They can be optimized
effectively on large datasets with stochastic gradient-based optimization methods. In
this section, we will see how deep networks can also enable probabilistic generative
modeling of high-dimensional data. In order to do so, we instantiate and contrast
5 major frameworks of generative modeling in use today: energy-based models,
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autoregressive models, variational autoencoders, normalizing flows, generative
adversarial networks.

2.3.1

Energy-based Models

An energy-based model is a parameterized instantiation of the Boltzmann distribution. That is, the probability density of any data point x ∈ Rd is given via the
Boltzmann distribution:
pθ (x) ∝ exp (− Eθ (x)) ,
where the partition function Zθ =

R

(2.4)

exp(− Eθ (x))dx. The real-valued function Eθ (x)

denotes the scalar energy of a data point x with parameters θ and is low for points
with high probability under pθ . The origins of such a distributional form trace to
statistical physics, where this distribution is used to model the preference of systems
to be in states with lower energy [LeC+06]. EBMs can include latent variables Z and
efficiently learned by restricting the connectivity between the latent and observed
variables in a framework called Restricted Boltzmann Machines (RBM). For brevity,
we focus on learning and inference in the default EBM formulation in Eq. (2.4) and
refer the reader to [Hin12] for extending these methods to RBMs.
The energy function for an EBM can be parameterized by a deep neural network
and the learning objective for the model parameters is derived via MLE. For an EBM,
we can substitute the Boltzmann distribution in Eq. (2.4) in Eq. (2.3):

LEBM (θ ) = E pdata [log Eθ (x)] − log Zθ .

(2.5)

The partition function Z (θ ) is intractable to compute for high-dimensional spaces.
The gradients of the loss function are given as:

∇θ LEBM (θ ) = E pdata [∇θ Eθ (x)] − E pθ [∇θ Eθ (x)] .

(2.6)

Intuitively, the first term in the gradient decreases the energy at data points
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drawn from the training dataset (also called positive examples) and the second term
increases the energy at samples drawn from the model pθ (negative examples).
Estimating the expectation in the second term requires us to draw samples from
the model. This can be done via Markov Chain Monte Carlo (MCMC) methods,
which perform sampling by running a carefully designed Markov chain. In practice,
these methods can however be slow to converge (‘‘mix”) in the absence of good
proposal distributions for transitioning across states in the chain. A number of
methods have been developed to overcome the slow mixing time for learning and
sampling from EBMs, notably contrastive divergence which runs chains for only a
few steps to give biased, but fast estimates [Hin02] and Langevin dynamics which
exploits the gradient information in the chain transitions [DM19].

2.3.2 Autoregressive Models
One of the key challenges with energy-based models is that they are unnormalized
and hence sampling and density estimation using these models is intractable. Now,
we look at a class of self-normalized models called autoregressive models. In
an autoregressive model (ARM), the joint distribution over d random variables
x = ( x1 , x2 , . . . , xd ) can be factorized using the chain rule as:
p θ (x) =

d

d

i =1

i =1

∏ p θ ( x i | x 1 , x 2 , . . . , x i −1 ) = ∏ p θ ( x i | x < i ).

(2.7)

If the conditionals pθ ( xi | x<i ) are arbitrarily expressive to represent any unidimensional probability distribution, then the overall model pθ (x) can also represent
any data distribution over x. The argument follows directly from the chain rule
applied to the data distribution itself. In practice, we first pick an ordering for the
indices (e.g., raster scan for images) and parameterize these conditionals via deep
neural networks. The model parameters are learned by maximizing the likelihood
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over the training dataset. Substituting Eq. (2.7) in Eq. (2.3), we get:
d

LARM (θ ) =

∑ E pdata [log pθ (xi |x<i )] .

(2.8)

i =1

To sample from these models, we follow ancestral sampling where every dimension is sampled one at a time in sequence.
x 1 ∼ p θ ( X1 )
x 2 ∼ p θ ( X2 | X1 = x 1 )
...
x n ∼ p θ ( Xn | X<i = x <i )
ARMs represent one of the state-of-the-art models in use today. A key avenue
for ongoing research in this field concerns the design of expressive parameterizations for the conditionals. Past work has explored the use of MLPs [Uri+16;
Ger+15], RNNs [SMH11; OKK16], CNNs [Van+16; Oor+16; Sal+17], and transformers [Vas+17; RMC15] and demonstrated success on a wide variety of data
modalities including images, audio, and text.

2.3.3 Variational Autoencoders
One of the key goals of unsupervised learning is to learn useful representations of the
data. An effective way to achieve this goal is via latent variable generative models. In
addition to the set of observed variables X ∈ Rd , a latent variable generative model
additionally consists of a set of latent or unobserved random variables Z ∈ Rk . The
use of latent variables provides more flexibility for modeling complex distributions
and can uncover hidden structure in the data. From a probabilistic standpoint, a
latent variable model expresses a joint distribution pθ over X and Z. We will discuss
three key characterizations of this distribution that define major latent variable
generative modeling frameworks: variational autoencoders, normalizing flows, and
generative adversarial networks.
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As before, we are interested in the maximizing the log-likelihood of the observed
data. Since we also have latent variables as part of our model, evaluating the loglikelihood involves marginalizing out these latent variables. Consider the marginal
log-likelihood of a latent variable model for a data point x:
log pθ (x) = log

Z

pθ (x, z)dz.

(2.9)

Evaluating the integrand for a single (x, z) configuration is generally tractable via the
chain rule as long as we choose a tractable prior pθ (z) and conditional distribution
pθ (x|z). However, computing the integral in the above expression is intractable and
needs to be estimated approximately. The key idea in variational approximations is
to consider a simple (i.e., easy to sample and evaluate) distribution to approximate
the posterior distribution pθ (z|x). Denoting the variational approximation as a
parameterized distribution qφ (z|x) with parameters φ, we get an evidence lower
bound (ELBO) on the marginal likelihood as:
log pθ (x) ≥ Eqφ (z|x)




pθ (x, z)
log
:= ELBO(θ, φ).
q φ (z|x)

(2.10)

The proof is based on Jensen’s inequality (see [KW18] for a derivation). The
gap equals the KL divergence between qφ (z|x) and pθ (z|x) and the approximation
is tight when these two distributions match.
The learning objective for a variational autoencoder (VAE) is to maximize the
ELBO w.r.t. both the model parameters θ and the variational parameters φ [KW18;
RMW14]. In practice, we can implement this framework similar to an autoencoder [BCV13]. The encoding phase of an autoencoder which maps the data points
to a latent space—in a VAE, this corresponds the mapping that parameterizes the
variational posterior distribution qφ (z|x). The decoding phase of an autoencoder
tries to reconstruct the data point using the latents—in a VAE, this corresponds the
mapping that parameterizes the generative model pθ (x, z). More intuitively, we can
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factorize the ELBO in Eq. (2.10) as a sum of two distinct terms:

ELBO(θ, φ) = Eqφ (z|x) [log pθ (x|z)] − DKL qφ (z|x), pθ (z) .

(2.11)

The first term corresponds to the accuracy of a VAE in reconstructing the input
to the encoder at the output of the decoder. The second term regularizes the approximate posterior distribution to be close to the prior distribution over the latents
as measured by KL divergence. Post-learning, we can sample from the generative
model pθ (x, z) (decoder) via ancestral sampling:
z ∼ p θ (Z),

(2.12)

x ∼ p θ (X|Z = z).
As intended, we can evaluate latent representations z for any data point x using the encoder qφ (z|x). Finally, we conclude this section with a note on practical
implementation of VAEs. In the initial VAE implementation proposed in [KW18],
the prior distribution is fixed to be an isotropic Gaussian and both the encoding
and decoding conditionals are specified as multivariate Gaussians with diagonal
covariance. Furthermore, it proposed the use of reparameterization for computing
low-variance Monte Carlo gradient estimators of the ELBO. In the last few years,
many extensions have been proposed to the different components of a VAE (expressive parameterizations, alternate loss functions, improved stochastic optimization);
it is beyond the scope of this chapter to cover the vast literature and we refer the
interested reader to recent surveys for more details [KW19; Moh+19].

2.3.4

Normalizing Flows

Unlike autoregressive models, variational autoencoders contain latent variables for
flexible modeling and representation learning. However, the price we pay in such
models is that the marginal log-likelihood of the observed data is intractable and
needs to be approximated using variational methods. In this section, we will discuss
normalizing flows, which is a class of latent variable models that can provide exact
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likelihoods with additional modeling assumptions.
As with VAEs, a normalizing flow (NF) consists of a set of latent variables
Z ∈ Rk and a set of observed variables X ∈ Rd . The key distinguishing feature of
an NF is that the mapping between any latent vector z and observed vector x is
invertible [DKB14; ML16]. This requirement also constraints the dimensionality
of the latent space to equal the data dimensionality (i.e., k = d) and the decoding
distribution pθ (x|z) to be deterministic and one-to-one. Let Gθ : Rd → Rd be the
parameterized invertible mapping from Z to X. Letting z = Gθ−1 (x), we can express
the marginal likelihood of x using the change-of-variables formula as:
pθ (x) = p(z) det

∂Gθ−1
∂X

(2.13)
X=x

where p is a fixed prior density over Z (e.g., an isotropic Gaussian) and the second
term on the RHS corresponds to the absolute value of the determinant of the Jacobian
of Gθ−1 evaluated at x. Geometrically, it signifies the local change in volume when
translating across the two sample spaces.
For evaluating likelihoods via the change-of-variables formula, we require efficient and tractable evaluation of (1) the prior density p(z), (2) the inverse transformation Gθ−1 , and (3) the determinant of the Jacobian of Gθ−1 . Evaluating the Jacobian
of a transformation defined over a high-dimensional space can be computationally
expensive. To enable efficient evaluation, standard normalizing flows exploit the
following observations from linear algebra:
1. Composition of invertible transformations is invertible. This allows the design
of an expressive flow of transformations with modular invertible components.
2. The determinant of a product of matrices is the product of their determinants.
So as long as the determinants of each individual transformations are easy to
evaluate, same holds for the overall flow.
3. If the Jacobian of any invertible transformation is an upper or lower triangular
matrix, then the determinant can be easily evaluated as the product of its
diagonal entries.
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For example, consider a coupling transformation [DSB17]. Let i ∈ {1, 2, ...d − 1}
be any random integer. Then a coupling transformation between z to x is given as:
x ≤i = z ≤i ,
x>i = µθ ( x<=i ) + σθ ( x≤i )

z >i

where µθ : Ri → Rd−i and σθ : Ri → Rd+−i are parameterized neural networks
that perform a shift and scale operation respectively on the last (d − i ) indices of z.
Note that this transformation is indeed invertible. The Jacobian is a lower triangular
matrix and the determinant equals the product of the scales output by σθ (·).
To draw a sample from this model, we perform ancestral sampling, i.e., we first
sample a latent vector z ∼ p(z) and obtain the data sample as x = Gθ (z). This
requires the ability to efficiently: (1) sample from the prior density and (2) evaluate
the forward transformation Gθ . Many transformations parameterized by deep neural
networks that satisfy one or more of these criteria have been proposed in the recent
literature on normalizing flows, e.g., NICE [DKB14] and Real-NVP [DSB17]. We
refer the interested reader to [Pap+19] for an extensive survey on recent progress
in the design of such invertible transformations.

2.3.5

Generative Adversarial Networks

So far, we have considered generative models that are trained to maximize the
likelihood of the training data exactly (autoregressive models, normalizing flows)
or approximately (energy-based models, variational autoencoders). Crucially, as
we saw in Section 2.2, MLE minimizes the KL divergence between the data and
model distributions. This can be a limitation because the KL divergence has been
shown to not converge for even relatively simple sequence of distributions unlike
other alternatives (see Example 1 in [ACB17]).
A large family of probabilistic divergences and distances can be conveniently
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expressed as a difference in expectations w.r.t. pdata and pθ :
h
i


max E pθ hφ (x) − E pdata h0φ (x)

(2.14)

φ∈F

where F denotes a set of parameters, hφ and h0φ are appropriate real-valued functions parameterized by φ. Specific choices of F , hφ and h0φ recover a variety of
f -divergences such as Jenson-Shannon divergence as well as integral probability
metrics such as the Wasserstein distance [NCT16; MNG17b]. Importantly, a Monte
Carlo estimate of Eq. (2.14) can be obtained using only samples from the model.
Combining Eq. (2.1) with Eq. (2.14), we obtain the following minimax objective:
min max E pθ hφ (x) − E pdata


θ ∈M φ∈F



h

h0φ (x)

i

.

(2.15)

As a result, any differentiable model that allows tractable sampling can be learned
adversarially by optimizing minimax objectives of the form given in Eq. (2.15).
A generative adversarial network (GAN) is one such latent variable modeling
framework for adversarial learning. It consists of two differential mappings: (a)
a generator Gθ : Rk → Rd that maps a latent vector z ∈ Rk to an observed data
point x ∈ Rd , (b) a critic function Cφ : Rd → R that maps X to a scalar score. To
obtain samples from the generator, we first sample a latent vector from a fixed prior
distribution z ∼ p(z) (e.g., isotropic Gaussian) and then obtain the data sample via
a forward pass through the generator as x = Gθ (z). Using these two mappings, we
can we can instantiate Eq. (2.14) to optimize a suitable divergence or distance. For
example, we get the original GAN objective proposed by [Goo+14] when the critic
minimizes the binary cross-entropy loss:




min max E p log 1 − Cφ ( Gθ (z)) + E pdata log Cφ (x) .

θ ∈M φ∈F

(2.16)

The generator and the critic parameters are both learned via alternating gradient updates. We refer the interested reader to [WSW19] for a recent survey on algorithmic
advancements in GANs and their applications in artificial intelligence.

3

Trade-offs in Learning & Inference

3.1 Introduction
Highly expressive parametric models have enjoyed great success in supervised learning, where learning objectives and evaluation metrics are typically well-specified
and easy to compute. On the other hand, the learning objective for a generative
model trained in an unsupervised setting is less clear. At a fundamental level, the
idea is to learn a generative model that minimizes some notion of discrepancy with
respect to the data distribution. As we showed in the last chapter, there are two keys
families of learning objectives depending on the target inference task being density
estimation or sampling. Models that can estimate densities typically minimize the
KL divergence between the data distribution and the model, or equivalently performs maximum likelihood estimation (MLE) on the observed data. In contrast, the
objective of adversarial learning is to generate data indistinguishable from the observed data. Adversarially learned models such as generative adversarial networks
(GAN; [Goo+14]) can sidestep specifying an explicit density for any data point and
belong to the class of implicit generative models [DG84; ML16].
The lack of characterization of an explicit density in GANs hinders a quantitative
comparison of their generalization performance. The typical evaluation criteria for
such models is based on ad-hoc sample quality metrics [Sal+16; Che+17a] which do
not address this issue since it is possible to generate good samples by memorizing
the training data, or missing important modes of the distribution, or both [TOB16].
22
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Further, density estimates of GANs based on approximate inference techniques
such as annealed importance sampling (AIS; [Nea01; Wu+17]) and non-parametric
methods such as kernel density estimation (KDE; [Par62; Goo+14]) are slow to
compute and potentially misleading in high dimensions [GDE18]. Moreover, several
applications of deep generative models rely on density estimates; e.g., the design of
exploration strategies in challenging reinforcement learning environments [Ost+17]
and out-of-distribution detection [CJA18]. A handle on density estimates of GANs
can enable their application to many such tasks.
We propose Flow-GANs, the first family of generative adversarial networks with
exact likelihoods. The key modeling assumption in a Flow-GAN is the use of an
invertible latent variable generator. By using an invertible generator, we can tractably
evaluate exact likelihoods in a Flow-GAN using the change-of-variables formula.
Further, we can perform exact posterior inference over the latent variables, another
desirable inference property that does not hold for a typical GAN. Using a FlowGAN, we perform a principled quantitative comparison of MLE and adversarial
learning on two benchmark high-dimensional image datasets: MNIST and CIFAR-10.
While adversarial learning outperforms MLE on sample quality metrics as expected
based on prior empirical studies, the log-likelihood estimates of adversarial learning
are orders of magnitude worse than those of MLE. The difference is so stark that a
simple Gaussian mixture model baseline outperforms adversarially learned models
on both sample quality and held-out likelihoods.
Next, we attempt to resolve the dichotomy between sample quality and likelihoods by optimizing a hybrid objective that augments the adversarial training with
the MLE objective. While this objective achieves the intended effect of smoothly
trading-off the two goals in the case of CIFAR-10, it has a regularizing effect on
MNIST where it outperforms MLE and adversarial learning on both likelihoods
and sample quality metrics. Finally, we quantitatively analyze the reasons for the
poor likelihoods of adversarial learning. We attribute this phenomena to an illconditioned Jacobian matrix for the generative model that suggests a mode collapse,
rather than memorization of the training dataset. The proposed hybrid objective
successfully overcomes this issue.
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Flow Generative Adversarial Networks

As discussed above, generative adversarial networks can tractably generate highquality samples but have intractable or ill-defined likelihoods. Techniques such as
AIS and KDE get around this by assuming a Gaussian observation model pθ (x|z)
for the generator.1 This assumption alone is not sufficient for quantitative evaluation
R
since the marginal likelihood of the observed data, pθ (x) = pθ (x, z)dz in this case
would be intractable as it requires integrating over all the latent factors of variation.
This would then require approximate inference (e.g., Monte Carlo or variational
methods) which in itself is a computational challenge for high-dimensional distributions. To circumvent these issues, we propose flow generative adversarial networks
(Flow-GAN).
A Flow-GAN consists of a pair of generator-discriminator networks with the
generator specified as a normalizing flow model. As discussed in Chapter 2, this
implies that the generator transformation Gθ : Rd → Rd mapping the latent space Z
to the observed space X is invertible with the likelihood given in Eq. (2.13) [DKB14].
We restate the equation here for clarity. Letting z = Gθ−1 (x), we can express the
likelihood of x as:
pθ (x) = p(z) det

∂Gθ−1
∂X

(3.1)
X=x

In a Flow-GAN, the likelihood is well-defined, computationally tractable, and can
be evaluated exactly for standard invertible transformations [DKB14; DSB17]. Hence,
a Flow-GAN can be trained via maximum likelihood estimation using Eq. (2.3) in
which case the discriminator is redundant. Additionally, we can perform ancestral
sampling just like a regular GAN whereby we sample a random vector z ∼ p(z)
and transform it to a model generated sample via Gθ . This makes it possible to learn
a Flow-GAN using an adversarial learning objective, such as the GAN objective in
Eq. (2.16).
1 The

true observation model for a GAN is a Dirac delta distribution, i.e., pθ (x|z) is infinite when
x = Gθ (z) and zero otherwise.
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(b) ADV
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(c) Hybrid

Figure 3.1: Samples generated by Flow-GAN models with different objectives for
MNIST (top) and CIFAR-10 (bottom).
Since a Flow-GAN can be learned both using MLE and adversarial learning, a
natural question to ask is if we should even consider adversarial learning given that
MLE is statistically optimal (under some conditions). Besides difficulties that could
arise due to optimization (in both MLE and adversarial learning), the optimality
of MLE holds only when there is no model misspecification [Whi82], i.e., the data
distribution pdata is a member of the parametric model family of distributions. Next,
we investigate these distinctions in depth via an empirical study.

3.3 Empirical Evaluation
We compare learning of Flow-GANs using MLE and adversarial learning (ADV)
for the MNIST dataset of handwritten digits [LCB10] and the CIFAR-10 dataset of
natural images [KH09]. The normalizing flow generator architectures are chosen to
be NICE [DKB14] and Real-NVP [DSB17] for MNIST and CIFAR-10 respectively.
We fix the choice of the divergence optimized by ADV to be Wasserstein distance as
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Table 3.1: Best MODE scores and test negative log-likelihood estimates for FlowGAN models on MNIST.
Objective
MLE
ADV
Hybrid (λ = 0.1)

MODE Score
7.42
9.24
9.37

Test NLL (in nats)
−3334.56
−1604.09
−3342.95

Table 3.2: Best Inception scores and test negative log-likelihood estimates for FlowGAN models on CIFAR-10.
Objective
MLE
ADV
Hybrid (λ = 1)

Inception Score
2.92
5.76
3.90

Test NLL (in bits/dim)
3.54
8.53
4.21

proposed in WGAN [ACB17] with the Lipschitz constraint over the critic imposed
by penalizing the norm of the gradient with respect to the input [Gul+17]. The
discriminator chosen corresponds to the DCGAN architecture [RMC15]. The above
choices are among the current state-of-the-art in maximum likelihood estimation
and adversarial learning and greatly stabilize GAN training [ACB17].

3.3.1

Log-likelihoods vs. sample quality

The learning curves for log-likelihoods attained by Flow-GANs learned using MLE
and ADV are shown in Figure 3.2 for MNIST (top row) and CIFAR-10 (bottom row)
respectively. Following standard convention, we report the negative log-likelihoods
(NLL) in nats for MNIST and bits/dimension for CIFAR-10.
MLE. In Figure 3.2a, we see that normalizing flow models attain low validation
NLLs (blue curves) after few gradient updates as expected because it is explicitly
optimizing for the MLE objective in Eq. (2.3).
ADV.

Surprisingly, ADV models show a consistent increase in validation NLLs as

training progresses (for the CIFAR-10, the estimates are reported on a log scale!)
in Figure 3.2b. Based on the learning curves, we can disregard overfitting as an
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Figure 3.2: Learning curves for negative log-likelihood (NLL) evaluation on MNIST
(top, in nats) and CIFAR (bottom, in bits/dim). Lower NLLs are better.

CHAPTER 3. TRADE-OFFS IN LEARNING & INFERENCE

28

explanation since the increase in NLLs is observed even on the training data. The
training and validation NLLs closely track each other suggesting that ADV models
are not simply memorizing the training data. Comparing the right vs. left panels
in Figure 3.2, we see that the log-likelihoods attained by ADV are 100 and 100,000
times worse than those attained by MLE after sufficient training. Finally, we note
that the WGAN loss (green curves) does not correlate well with NLL estimates.
While the WGAN loss stabilizes after few iterations of training the generator, the
NLLs continue to increase. This is in contrast to prior work which has shown the
loss to be strongly correlated with sample quality metrics [ACB17].
Sample quality metrics.

Next, we use MODE scores [Che+17a] and Inception

scores [Sal+16] for evaluating sample quality of the MNIST and CIFAR-10 models
respectively. The samples corresponding to the best MODE and Inception scores
are shown in Figure 3.1. ADV models significantly outperform MLE with respect
to the final MODE/Inception scores achieved in line with expectations and listed
in Table 3.1 and Table 3.2. Visual inspection of samples confirms the observations
made on the based of the sample quality metrics.

3.3.2 Comparison with Gaussian mixture models
How good are the log-likelihoods attained by ADV? The above experiments suggest
that ADV can produce excellent samples but assigns low likelihoods to the observed
data. However, a direct comparison of ADV with the log-likelihoods of MLE is
unfair since the latter is explicitly optimizing for the desired objective. To highlight
that generating good samples at the expense of low likelihoods is not a challenging
goal, we propose a simple baseline to compare with the adversarially learned FlowGAN model that achieves the highest MODE/Inception score. Specifically, we use a
Gaussian Mixture Model consisting of m isotropic Gaussians with equal weights
centered at each of the m training points as the baseline Gaussian Mixture Model
(GMM). The bandwidth hyperparameter σ is the same for each of the mixture
components and optimized for the lowest validation NLL via a line search in (0, 1].
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0.3

(b) CIFAR-10

Figure 3.3: Gaussian Mixture Models outperform adversarially learned models for
any bandwidth in the green shaded region on both held-out log-likelihoods and
sampling metrics.
The results are shown in Figure 3.3. We overload the y-axis to report both NLLs
and sample quality metrics. The horizontal maroon and cyan dashed lines denote
the best attainable MODE/Inception scores and corresponding validation NLLs
respectively attained by the adversarially learned Flow-GAN model. The GMM
clearly can attain better sample quality metrics since it is explicitly overfitting to
the training data for low values of the bandwidth parameter (any σ for which the
red curve is above the brown dashed line). Surprisingly, the simple GMM also
outperforms the adversarially learned model with respect to NLLs attained for
several values of the bandwidth parameter (any σ for which the blue curve is below
the cyan dashed line). Bandwidth parameters for which GMM models outperform
the adversarially learned model on both log-likelihoods and sample quality metrics
are highlighted using the green shaded area.
Hence, a trivial baseline that is memorizing the training data can generate high quality
samples and better held-out log-likelihoods, suggesting that the log-likelihoods attained
by adversarial training are very poor.
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3.3.3 Hybrid learning of Flow-GANs
So far, we observed that adversarially learning Flow-GANs models attain poor
held-out log-likelihoods. This makes it challenging to use such models for density
estimation. On the other hand, Flow-GANs learned using MLE are ‘‘mode covering”
but do not generate high quality samples. With a Flow-GAN, it is possible to tradeoff the two goals by combining the learning objectives corresponding to both these
inductive principles. Without loss of generality, let V ( Gθ , Dφ ) denote the minimax
objective of any GAN model (such as WGAN). The hybrid objective of a Flow-GAN
can be expressed as:
min max V ( Gθ , Dφ ) − λEx∼ Pdata [log pθ (x)]
θ

(3.2)

φ

where λ ≥ 0 is a hyperparameter for the algorithm. By varying λ, we can interpolate
between plain adversarial training (λ = 0) and MLE (very high λ).
We summarize the results from MLE, ADV, and Hybrid for log-likelihood evaluation and sample quality in Table 3.1 and Table 3.2 for MNIST and CIFAR-10
respectively. The tables report the test log-likelihoods corresponding to the best
validated MLE and ADV models as well as the highest MODE/Inception scores
observed during training. The samples obtained by models corresponding to the
best MODE/Inception scores for each learning objective are shown in Figure 3.1 for
MNIST and CIFAR-10.
While the results on CIFAR-10 are along expected lines, the hybrid objective
interestingly outperforms MLE and ADV on both test log-likelihoods and sample
quality metrics in the case of MNIST. One potential explanation for this is because
the ADV objective can regularize MLE to generalize to the test set and in turn, the
MLE objective can stabilize the optimization of the ADV objective. Hence, the hybrid
objective in Eq. (3.2) can smoothly balance the two objectives using the tunable
hyperparameter λ, and in some cases such as MNIST, the performance on both tasks
could improve as a result of the hybrid objective.
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Figure 3.4: Singular value analysis for the Jacobian of the generator functions. The
Jacobian is evaluated at 64 random noise vectors sampled from the prior. The x-axis
of the figure shows the singular value magnitudes (on a log scale) and for each
singular value s, we show the corresponding cumulative distribution function (CDF)
value on the y-axis which signifies the fraction of singular values less than s.

3.4 Explaining log-likelihood trends
We perform a singular value analysis to explain the variation in log-likelihoods
attained by various Flow-GAN learning objectives. Specifically, we investigate the
distribution of the magnitudes of singular values for the Jacobian matrix of several
generator functions, Gθ for MNIST in Figure 3.4 evaluated at 64 noise vectors, z
randomly sampled from the prior density p(z). Note that the Jacobian function here
is computed for the forward mapping, while the one used for likelihood evaluation
in Eq. (2.13) corresponds to the inverse mapping.
The Jacobian is a good first-order approximation of the generator function locally.
In Figure 3.4, we observe that the singular value distribution for the Jacobian of an
invertible generator learned using MLE (orange curves) is concentrated in a narrow
range and hence, the Jacobian matrix is well-conditioned and easy to invert. In the
case of invertible generators learned using ADV with Wasserstein distance (green
curves) however, the spread of singular values is very wide and hence, the Jacobian
matrix is ill-conditioned.
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As further numerical evidence, the average log determinant of the Jacobian matrices for MLE, ADV, and Hybrid models trained on MNIST are −4170.34, −15588.34,
and −5184.40 respectively which translates to the trend ADV<Hybrid<MLE. Similar trend holds for CIFAR-10 with corresponding values −12818.84, −21848.09,
and −14729.51. These trends indicate that the ADV models are trying to squish
a sphere of unit volume centered at a latent vector to a very small volume in the
observed data space. Tiny perturbations of training and held-out data points can
hence manifest as poor log-likelihoods. This suggests that ADV prefers to learn a
distribution over a smaller support than the true support of the data distribution in
spite of not being limited in the representational capacity to cover the entire space,
since the dimensions of z (i.e., k) and x (i.e., d) match for invertible generators.
The Hybrid learning objective (blue curves), however, is able to correct for the
conditioning of the Jacobian and the distribution of singular value magnitudes
matches closely to that of MLE. This observation extends beyond invertible FlowGAN generators to other commonly used architectures and adversarial learning
objectives. We considered standard DCGAN generator architectures with k = d
varying the divergence minimized comparing Wasserstein distance (red curves)
and Jenson-Shannon divergence (purple curves). The relative shift in distribution
of singular value magnitudes to lower values is apparent even in this case.

3.5 Discussion & Related Work
Any model which allows for log-likelihood evaluation and efficient sampling can be
trained using MLE as well as adversarial training. This line of reasoning has been
explored to some extent in prior work that combine the objectives of prescribed
latent variable models such as VAEs (maximizing an evidence lower bound on
the data) with adversarial learning [Lar+15; MNG17a]. However, the benefits of
such procedures does not come for ‘‘free’’ since we still need to resort to some
form of approximate inference to get a handle on the log-likelihoods. This could
be expensive, for instance combining a VAE with a GAN introduces an additional
inference network increasing the overall model complexity.

CHAPTER 3. TRADE-OFFS IN LEARNING & INFERENCE

33

Our approach sidesteps the additional complexity due to approximate inference
by considering a normalizing flow model. The trade-off made by a normalizing
flow model in this case is that the generator function needs to be invertible while
other generative models such as VAEs have no such requirement. On the positive
side, we can tractably evaluate exact log-likelihoods assigned by the model for any
data point. Parallel and independent of this work, concurrent work also considers
adversarial learning of Real-NVP [Dan+17].
The low dimensional support of the distributions learned by adversarial learning
often manifests as lack of sample diversity and is referred to as mode collapse.
In prior work, mode collapse is detected based on visual inspection or heuristic
techniques [Goo16; AZ17]. Techniques for avoiding mode collapse explicitly focus
on stabilizing GAN training such as [Met+16; ACB17; Che+17a; MNG17b; BSM17;
Bel+17] rather than quantitative methods based on likelihoods.

3.6

Conclusion

As an attempt to more quantitatively evaluate generative models, we introduced
Flow-GAN. It is a generative adversarial network which allows for tractable likelihood evaluation, exactly like in a flow model. Since it can be trained both adversarially (like a GAN) and in terms of MLE (like a flow model), we can quantitatively
evaluate the trade-offs involved. We observe that adversarial learning assigns very
low-likelihoods to both training and validation data while generating superior quality samples. To put this observation in perspective, we demonstrate how a naive
Gaussian mixture model can outperform adversarially learned models on both
log-likelihood estimates and sample quality metrics.
Inspecting the distribution of singular value magnitudes for the Jacobian of the
generator function provide insights into the contrast between maximum likelihood
estimation and adversarial learning. The latter have a tendency to learn distributions
of low support, which can lead to low likelihoods. To correct for this behavior, we
consider a hybrid objective function which involves loss terms corresponding to
both MLE and adversarial learning. On MNIST, the hybrid Flow-GAN objective
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outperforms both vanilla MLE and adversarial learning, both in terms of sample
quality and validation log-likelihoods. On CIFAR-10, the hybrid objective outperforms MLE in terms of visual sample quality, and is only slightly worse in terms of
validation log-likelihood.
Recent Progress.

Follow-up work by [Ode+18] builds on the singular value anal-

ysis in this chapter to show that controlling for the conditioning of the Jacobian
of the generator during training can both stabilize training and improve sample
quality. In [Gro+20], we further extend the use of Flow-GANs to domain translation.
Here, the goal is to translate data across domains e.g., converting satellite imagery to
corresponding ground maps using a forward model and vice versa using a reverse
model. Beyond the virtues of hybrid MLE and adversarial training, Flow-GANs
have an additional advantage here in ensuring that the mapping across domains
is exactly cycle-consistent [Zhu+17] i.e., a data point translated from one domain
to another using the forward translation model gives back the original data point
when translated back using the reverse translation model.

4 Model Bias in Generative Models

4.1

Introduction

In the last chapter, we explored trade-offs in learning objectives for generative modeling. Once learned, these models are used to draw inferences and to plan future
actions. For example, in data augmentation, samples from a learned model are used
to enrich a dataset for supervised learning [ASE17]. In model-based off-policy policy
evaluation (henceforth MBOPE), a learned dynamics model is used to simulate and
evaluate a target policy without real-world deployment [Man+07], which is especially valuable for risk-sensitive applications [Tho15]. In spite of the recent successes
of deep generative models, there are glaring imperfections even in state-of-the-art
models: e.g., image models have noticeable artifacts in background textures [McD18]
and language models can fail to generate diverse and coherent dialogue [Li+15].
Moreover, existing theoretical results show that learning distributions in an unbiased
manner is either impossible or has prohibitive sample complexity [Ros56; ARZ18].
Consequently, the models used in practice are inherently biased,1 and can lead to
misleading downstream inferences. This chapter will focus on the characterization
and mitigation of such bias in generative models.
In order to address this issue, we start from the observation that many typical
uses of generative models involve computing expectations under the model. For
instance, in MBOPE, we seek to find the expected return of a policy under a trajectory
1 We

call a generative model biased if it produces biased statistics relative to the data distribution.
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distribution defined by this policy and a learned dynamics model. A classical recipe
for correcting the bias in expectations, when samples from a different distribution
than the ground truth are available, is to importance weight the samples according
to the likelihood ratio [HT52]. If the importance weights were exact, the resulting
estimates are unbiased. But in practice, the likelihood ratio is unknown and needs
to be estimated since the true data distribution is unknown and even the model
likelihood is typically intractable or ill-defined for many deep generative models, e.g.,
variational autoencoders [KW18] and generative adversarial networks [Goo+14].
Our proposed solution to estimate the importance weights is to train a calibrated,
probabilistic classifier to distinguish samples from the data distribution and the
generative model. As shown in prior work, the output of such classifiers can be
used to extract density ratios [SSK12]. Appealingly, this estimation procedure is
likelihood-free since it only requires samples from the two distributions. Together,
the generative model and the importance weighting function (specified via a binary
classifier) induce a new energy function. While exact density estimation and sampling from this induced energy-based model is intractable, we can derive a particle
based approximation which permits efficient sampling via resampling based methods. We derive conditions on the quality of the weighting function such that the
induced model provably improves the fit to the the data distribution.
Empirically, we evaluate our bias reduction framework on three main sets of
experiments. First, we consider goodness-of-fit metrics for evaluating sample quality
metrics of a likelihood-based and a likelihood-free state-of-the-art model on the
CIFAR-10 dataset. All these metrics are defined as Monte Carlo estimates from the
generated samples. By importance weighting samples, we observe a bias reduction
of 23.35% and 13.48% averaged across commonly used sample quality metrics on
PixelCNN++ [Sal+17] and SNGAN [Miy+18] models respectively.
Second, we demonstrate the utility of our approach on the task of data augmentation for multi-class classification on the Omniglot dataset [LST15]. We show
that, while naively extending the model with samples from a data augmentation, a
generative adversarial network [ASE17] is not very effective for multi-class classification, we can improve classification accuracy from 66.03% to 68.18% by importance
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weighting the contributions of each augmented data point.
Finally, we perform MBOPE [PSS00] for standard MuJoCo environments [TET12]
with continuous high-dimensional state and action spaces. A typical MBOPE approach is to first estimate a generative model of the dynamics using off-policy data
and then evaluate the policy via Monte Carlo [Man+07; TB16]. Here, we observe
that correcting the bias of the estimated dynamics model via our proposed approach
reduces root mean squared error (RMSE) for MBOPE by 50.25% on average.

4.2

Preliminaries

We are interested in use cases where the goal is to evaluate or optimize expectations
of functions under some distribution p (either equal or close to the data distribution
pdata ). Assuming access to samples from p as well some generative model pθ , one
extreme is to evaluate the sample average using the samples from p alone. However,
this ignores the availability of pθ , through which we have a virtually unlimited
access of generated samples ignoring computational constraints and hence, could
improve the accuracy of our estimates when pθ is close to p. We begin by presenting
a direct motivating use case of data augmentation using generative models for
training classifiers which generalize better.
Example use case.

Sufficient labeled training data for learning classification and

regression system is often expensive to obtain or susceptible to noise. Data augmentation seeks to overcome this shortcoming by artificially injecting new data points into
the training set. These new data points are derived from an existing labeled dataset,
either by manual transformations (e.g., rotations, flips for images), or alternatively,
learned via a generative model [Rat+17; ASE17].
Consider a supervised learning task over a labeled dataset Dcl . In addition
to the feature spaces x ∈ Rd , this includes a label space y ∈ Y . The dataset Dcl
consists of feature and label pairs (x, y), each of which is assumed to be sampled
independently from a data distribution pdata (x, y). Further, let Y ⊆ Rk . In order to
learn a classifier f ψ : X → Rk with parameters ψ, we minimize the expectation of a
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loss ` : Y × Rk → R over the dataset Dcl :

E pdata (x,y) [`(y, f ψ (x))] ≈

1
`(y, f ψ (x)).
| Dcl | (x,y∑
)∼ D

(4.1)

cl

e.g., ` could be the cross-entropy loss. A generative model for the task of data augmentation learns a joint distribution pθ (x, y). Several algorithmic variants exist for
learning the model’s joint distribution and we defer the specifics to the experiments
section. Once the generative model is learned, it can be used to optimize the expected classification loss in Eq. (4.1) under a mixture distribution of empirical data
distributions and generative model distributions given as:
pmix (x, y) = mpdata (x, y) + (1 − m) pθ (x, y)

(4.2)

for a suitable choice of the mixture weights m ∈ [0, 1]. Notice that, while the eventual task here is optimization, reliably evaluating the expected loss of a candidate
parameter ψ is an important ingredient. We focus on this basic question first in
advance of leveraging the solution for data augmentation. Further, even if evaluating
the expectation once is easy, optimization requires us to do repeated evaluation (for
different values of ψ) which is significantly more challenging. Also observe that
the distribution p under which we seek expectations is same as pdata here, and we
rely on the generalization of pθ to generate transformations of an instance in the
dataset which are not explicitly present, but plausibly observed in other, similar
instances [Zha+18].

4.3 Likelihood-Free Importance Weighting
Whenever the distribution p, under which we seek expectations, differs from pθ ,
model-based estimates exhibit bias. In this section, we start out by formalizing bias
for Monte Carlo expectations and subsequently propose a bias reduction strategy
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based on likelihood-free importance weighting (LFIW). We are interested in evaluating expectations of a class of functions of interest f ∈ F w.r.t. the distribution p.
R
For any given f : X → R, we have E p [ f (x)] = p(x) f (x)dx.
Given access to samples from a generative model pθ , if we knew the densities
for both p and pθ , then a classical scheme to evaluate expectations under p using
samples from pθ is to use importance sampling [HT52]. We reweight each sample
from pθ according to its likelihood ratio under p and pθ and compute a weighted
average of the function f over these samples.
E p [ f (x)] = E pθ
where w(xi ) :=

p ( xi )
p θ ( xi )




p (x)
1
f (x) ≈
p θ (x)
T

T

∑ w ( xi ) f ( xi )

(4.3)

i =1

is the importance weight for xi ∼ pθ . The validity of this

procedure is subject to the use of a proposal pθ such that for all x ∈ Rd where
pθ (x) = 0, we also have f (x) p(x) = 0.2
To apply this technique to reduce the bias of a generative sampler pθ w.r.t. p,
we require knowledge of the importance weights w(x) for any x ∼ pθ . However,
we typically only have a sampling access to p via finite datasets. For instance, in
the data augmentation example above, where p = pdata , the unknown distribution
used to learn pθ . Hence we need a scheme to learn the weights w(x), using samples
from p and pθ , which is the problem we tackle next.In order to do this, we consider
a binary classification problem over Rd × {0, 1} and the joint distribution over data
points and their binary labels is denoted as q(x, y). Let γ =

q ( y =0)
q ( y =1)

> 0 denote any

fixed odds ratio. To specify the joint q(x, y), we additionally need the conditional
q(x|y) which we define as follows:

 p (x) if y = 0
θ
q (x| y ) =
 p(x) otherwise.

(4.4)

Since we only assume sample access to p and pθ (x), our strategy would be to
2 A stronger sufficient, but not necessary condition that is independent of

f , states that the proposal
pθ is valid if it has a support larger than p, i.e., for all x ∈ Rd , pθ (x) = 0 implies p(x) = 0.
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estimate the conditional above via learning a probabilistic binary classifier. To train
the classifier, we only require datasets of samples from pθ (x) and p(x) and estimate
γ to be the ratio of the size of two datasets. Let cφ : Rd → [0, 1] denote the probability
assigned by the classifier with parameters φ to a sample x belonging to the positive
class y = 1. As shown in prior work [SSK12; GE18], if cφ is Bayes optimal, then the
importance weights can be obtained via this classifier as:
c φ (x)
p (x)
=γ
.
p θ (x)
1 − c φ (x)

w φ (x) =

(4.5)

In practice, we do not have access to a Bayes optimal classifier and hence, the
estimated importance weights will not be exact. Consequently, we can hope to
reduce the bias as opposed to eliminating it entirely. Hence, our default LFIW
estimator is given as:
E p [ f (x)] ≈
c ( xi )
φ ( xi )

where ŵφ (xi ) = γ 1−φc

1
T

T

∑ ŵφ (xi ) f (xi )

(4.6)

i =1

is the importance weight for xi ∼ pθ estimated via cφ (x).

Practical considerations. Besides imperfections in the classifier, the quality of a
generative model also dictates the efficacy of importance weighting. For example,
images generated by deep generative models often possess distinct artifacts which
can be exploited by the classifier to give highly-confident predictions [ODO16;
Ode19]. This could lead to very small importance weights for some generated
images, and consequently greater relative variance in the importance weights across
the Monte Carlo batch. Below, we present some practical variants of LFIW estimator
to offset this challenge.
1. Self-normalization: The self-normalized LFIW estimator for Monte Carlo evaluation
normalizes the importance weights across a sampled batch:
E p [ f (x)] ≈

T

ŵφ (xi )

∑ ∑T

i =1

j=1 ŵφ (x j )

f (xi ) where xi ∼ pθ .

(4.7)
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2. Flattening: The flattened LFIW estimator interpolates between uniform importance
weights and the default LFIW weights via a power scaling parameter α ≥ 0:
E p [ f (x)] ≈

1
T

T

∑ ŵφ (xi )α f (xi ) where xi ∼ pθ .

(4.8)

i =1

For α = 0, there is no bias correction, and α = 1 returns the default estimator in
Eq. (4.6). For intermediate values of α, we can trade-off bias reduction with any
undesirable variance introduced.
3. Clipping: The clipped LFIW estimator specifies a lower bound β ≥ 0 on the
importance weights:
E p [ f (x)] ≈

1
T

T

∑ max(ŵφ (xi ), β) f (xi ) where xi ∼ pθ .

(4.9)

i =1

When β = 0, we recover the default LFIW estimator in Eq. (4.6). Finally, we note
that these estimators are not exclusive and can be combined e.g., flattened or clipped
weights can be normalized.
Confidence intervals. Bootstrap is a widely-used tool in statistics for deriving
confidence intervals by fitting ensembles of models on resampled data points. If the
dataset is finite e.g., Dtrain , then the bootstrapped dataset is obtained via random
sampling with replacement and confidence intervals are estimated via the empirical
bootstrap. For a parametric model generating the dataset e.g., pθ , a fresh bootstrapped
dataset is resampled from the model and confidence intervals are estimated via the
parametric bootstrap. See [ET94] for a detailed review.
Since we have real and generated data coming from a finite dataset and parametric model respectively, we propose a combination of empirical and parametric
bootstraps to derive confidence intervals around the estimated importance weights.
In particular, we can estimate the confidence intervals by retraining the classifier
on a fresh sample of points from pθ and a resampling of the training dataset Dtrain
(with replacement). Repeating this process over multiple runs and then taking a
suitable quantile gives us the corresponding confidence intervals.
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(a) Setup

(b) n = 50

(c) n = 100

(d) n = 1000

Figure 4.1: Importance Weight Estimation using Probabilistic Classifiers. (a) A
univariate Gaussian (blue) is fit to samples from a mixture of two Gaussians (red).
(b-d) Estimated class probabilities (with 95% confidence intervals based on 1000
bootstraps) for varying number of points n, where n is the number of training data
points used for training the generative model and multilayer perceptron.
Synthetic experiment.

We visually illustrate our importance weighting approach

in a toy experiment (Figure 4.1a). We are given a finite set of samples drawn
from a mixture of two Gaussians (red). The model family is a unimodal Gaussian,
illustrating mismatch due to a parametric model. The mean and variance of the
model are estimated by the empirical means and variances of the observed data.
Using estimated model parameters, we then draw samples from the model (blue).
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In Figure 4.1b, we show the probability assigned by a binary classifier to a point
to be from true data distribution. Here, the classifier is a single hidden-layer multilayer perceptron. The classifier is not Bayes optimal, which can be seen by the gaps
between the optimal probabilities curve (black) and the estimated class probability
curve (green). However, as we increase the number of real and generated examples
n in Figures 4.1c, 4.1d, the classifier approaches optimality. Furthermore, even its
uncertainty shrinks with increasing data, as expected. In summary, this experiment
demonstrates how a binary classifier can mitigate this bias due to a mismatched
generative model.

4.4

Boosted Energy-Based Model

In the previous section, we described a procedure to augment any base generative
model pθ with an importance weighting estimator ŵφ for debiased Monte Carlo
evaluation. Here, we will use this augmentation to induce an energy-based model
with density pθ,φ given as:
pθ,φ (x) ∝ pθ (x)ŵφ (x)
where the partition function is expressed as Zθ,φ =

(4.10)

R

pθ (x)ŵφ (x)dx = E pθ [ŵφ (x)].

On the default measure for pθ (x), the energy function Eθ,φ (x) = − log pθ (x) −
log ŵφ (x). Alternatively, we can change the measure to be pθ (x) itself in which
case the energy function is Eφ (x) = − log ŵφ (x) Another useful interpretation is
to think of this procedure as a variant of the product of experts or multiplicative
boosting formulation [Hin99; GE18] where the ‘‘first expert” corresponding to the
base density pθ (x) and boosting is done via the ‘‘second expert” corresponding to
the importance weighting estimator ŵφ .
Density Estimation.

Exact density estimation requires a handle on the density

of the base model pθ (typically intractable for models such as VAEs and GANs)
and estimates of the partition function. Exactly computing the partition function is
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Algorithm 4.1 SIR for Boosted Energy-Based Model pθ,φ
Input: Generative Model pθ , Importance Weight Estimator ŵφ , budget T
1: Sample x1 , x2 , . . . , xT independently from pθ
2: Estimate importance weights ŵφ (x1 ), ŵφ (x2 ), . . . , ŵφ (xT )
3: Compute Ẑθ,φ ← ∑tT=1 ŵφ (xt )


ŵφ (x1 ) ŵφ (x2 )
ŵφ (xT )
4: Sample j ∼ Categorical
, Ẑ , . . . , Ẑ
Ẑ
θ,φ

5:

θ,φ

θ,φ

return x j

intractable. If pθ permits fast sampling and importance weights are estimated via
LFIW (requiring only a forward pass through the classifier network), we can obtain
∑iT=1 ŵφ (xi ) where
xi ∼ pθ . To reduce the variance, a potentially large number of samples are required.
unbiased estimates via a Monte Carlo average, i.e., Zθ,φ ≈

1
T

Since samples are obtained independently, the terms in the Monte Carlo average
can be evaluated in parallel.
Sampling.

While exact sampling from pθ,φ is intractable, we can instead per-

form sample from a particle-based approximation to pθ,φ via sampling-importanceresampling [LC98; DGA00] (SIR). We define the SIR approximation to pθ,φ via the
following density:
"
pSIR
θ,φ (x; T ) : = Ex2 ,x3 ,...,xT ∼ pθ

ŵφ (x)
ŵφ (x) + ∑iT=2 ŵφ (xi )

#
p θ (x)

(4.11)

where T > 0 denotes the number of independent samples (or ‘‘particles”). For any
finite T, sampling from pSIR
θ,φ is tractable, as summarized in Algorithm 4.1. Moreover,
any expectation w.r.t. the SIR approximation to the induced distribution can be
evaluated in closed-form using the self-normalized LFIW estimator (Eq. (4.7)). In
the limit of T → ∞, we recover the induced distribution pθ,φ :
lim pSIR
θ,φ (x; T ) = pθ,φ (x) ∀x

T →∞

(4.12)

Next, we analyze conditions under which the resampled density pθ,φ provably
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improves the model fit to pdata . In order to do so, we further assume that pdata
is absolutely continuous w.r.t. pθ and pθ,φ . We define the change in KL via the
importance resampled density as:
∆( pdata , pθ , pθ,φ ) := DKL ( pdata , pθ,φ ) − DKL ( pdata , pθ ).

(4.13)

Substituting Eq. (4.10) in Eq. (4.13), we can simplify the above quantity as:
∆( pdata , pθ , pθ,φ ) = E pdata [− log( pθ (x)ŵφ (x)) + log Zθ,φ + log pθ (x)]

= E pdata [log ŵφ (x)] − log E pθ [ŵφ (x)].

(4.14)
(4.15)

The above expression provides a necessary and sufficient condition for any
positive real valued function (such as the LFIW classifier in Section 4.3) to improve
the KL divergence fit to the underlying data distribution. In practice, an unbiased
estimate of the LHS can be obtained via Monte Carlo averaging of log- importance
weights based on Dtrain . The empirical estimate for the RHS is however biased.3
To remedy this shortcoming, we consider the following necessary but insufficient
condition.
Proposition 4.1. If ∆( pdata , pθ , pθ,φ ) ≥ 0, then the following conditions hold:
E pdata [ŵφ (x)] ≥ E pθ [ŵφ (x)],

(4.16)

E pdata [log ŵφ (x)] ≥ E pθ [log ŵφ (x)].

(4.17)

The conditions in Eq. (4.16) and Eq. (4.17) follow directly via Jensen’s inequality
applied to the LHS and RHS of Eq. (4.15) respectively. Here, we note that estimates
for the expectations in Eqs. 4.16-4.17 based on Monte Carlo averaging of (log-)
importance weights are unbiased.
3 If Ẑ

is an unbiased estimate for Z , then log Ẑ is a biased estimate for log Z via Jensen’s inequality.
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Table 4.1: Goodness-of-fit evaluation on CIFAR-10 dataset for PixelCNN++ and
SNGAN. Standard errors computed over 10 runs. Higher IS is better. Lower FID
and KID scores are better.
Model

Evaluation

IS (↑)

FID (↓)

KID (↓)

-

Reference

11.09 ± 0.1263

5.20 ± 0.0533

0.008 ± 0.0004

PixelCNN++

Default (no debiasing)
LFIW

5.16 ± 0.0117
6.68 ± 0.0773

58.70 ± 0.0506
55.83 ± 0.9695

0.196 ± 0.0001
0.126 ± 0.0009

SNGAN

Default (no debiasing)
LFIW

8.33 ± 0.0280
8.57 ± 0.0325

20.40 ± 0.0747
17.29 ± 0.0698

0.094 ± 0.0002
0.073 ±0.0004

4.5

Empirical Evaluation

In all our experiments, the binary classifier for estimating the importance weights
was a calibrated deep neural network trained to minimize the cross-entropy loss.
The self-normalized LFIW in Eq. (4.7) worked best.

4.5.1

Goodness-of-fit testing

In the first set of experiments, we highlight the benefits of importance weighting for
a debiased evaluation of three popularly used sample quality metrics viz. Inception Scores (IS) [Sal+16], Frechet Inception Distance (FID) [Heu+17], and Kernel
Inception Distance (KID) [Biń+18]. All these scores can be formally expressed as
empirical expectations with respect to the model. For all these metrics, we can simulate the population level unbiased case as a ‘‘reference score” wherein we artificially
set both the real and generated sets of samples used for evaluation as finite, disjoint
sets derived from pdata .
We evaluate the three metrics for two state-of-the-art models trained on the
CIFAR-10 dataset: (a) an autoregressive model PixelCNN++ learned via maximum
likelihood estimation [Sal+17] and (b) a latent variable model SNGAN learned via
adversarial training [Miy+18]. For evaluating each metric, we draw 10,000 samples
from the model. In Table 4.1, we report the metrics with and without the LFIW bias
correction. The consistent debiased evaluation of these metrics via self-normalized

CHAPTER 4. MODEL BIAS IN GENERATIVE MODELS

47

Table 4.2: Classification accuracy on the Omniglot dataset. Standard errors computed over 5 runs.
Dataset
Dcl
Dg
Dg w/ LFIW
Dcl + Dg
Dg w/ LFIW

Accuracy
0.6603 ± 0.0012
0.4431 ± 0.0054
0.4481 ± 0.0056
0.6600 ± 0.0040
0.6818 ± 0.0022

LFIW suggest that the SIR approximation to the importance resampled distribution
(Eq. (4.11)) is a better fit to pdata .

4.5.2 Data augmentation for multi-class classification
We consider data augmentation using a generative model for multi-class classification. The dataset we consider is the Omniglot dataset of handwritten characters [LST15] for which we use a pretrained Data Augmentation Generative Adversarial Network (DAGAN) [ASE17]. The dataset is particularly relevant because
it contains 1600+ classes but only 20 examples from each class and hence, could
potentially benefit from augmented data.
Once the model has been trained, it can be used for data augmentation in many
ways. In particular, we consider ablation baselines that use various combinations
of the real training data Dcl and generated data Dg for training a downstream
classifier. When the generated data Dg is used, we can either use the data directly
with uniform weighting for all training points, or choose to importance weight
(LFIW) the contributions of the individual training points to the overall loss. The
results are shown in Table 4.2. While generated data (Dg ) alone cannot be used to
obtain competitive performance relative to the real data (Dcl ) on this task as expected,
the bias it introduces for evaluation and subsequent optimization overshadows even
the naive data augmentation (Dcl + Dg ). In contrast, we can obtain significant
improvements by importance weighting the generated points (Dcl + Dg w/ LFIW).
Qualitatively, we can observe the effect of importance weighting in Figure 4.2.
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 4.2: Qualitative evaluation of importance weighting for data augmentation.
(a-f) Within each figure, top row shows held-out data samples from a specific class
in Omniglot. Bottom row shows generated samples from the same class ranked in
decreasing order of importance weights.
Here, we show true and generated samples for 6 randomly choosen classes (a-f)
in the Omniglot dataset. The generated samples are ranked in decreasing order
of the importance weights. There is no way to formally test the validity of such
rankings and this criteria can also prefer points which have high density under
pdata but are unlikely under pθ since we are looking at ratios. Visual inspection
suggests that the classifier is able to appropriately downweight poorer samples, as
shown in Figure 4.2 (a, b, c, d - bottom right). There are also failure modes, such
as the lowest ranked generated images in Figure 4.2 (e, f - bottom right) where the
classifier weights reasonable generated samples poorly relative to others. This could
be due to particular artifacts such as a tiny disconnected blurry speck in Figure 4.2
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(e - bottom right) which could be more revealing to a classifier distinguishing real
and generated data.

4.5.3 Model-based off-policy policy evaluation
So far, we have seen use cases where the generative model was trained on data from
the same distribution we wish to use for Monte Carlo evaluation. We can extend
our debiasing framework to more involved settings when the generative model is a
building block for specifying the full data generation process, e.g., trajectory data
generated via a dynamics model along with an agent policy.
In particular, we consider the setting of off-policy policy evaluation (OPE),
where the goal is to evaluate policies using experiences collected from a different
policy. Formally, let (S , A, r, P, η, T ) denote an (undiscounted) Markov decision
process with state space S , action space A, reward function r, transition P, initial
state distribution η and horizon T. Assume πe : S × A → [0, 1] is a known policy
that we wish to evaluate. The probability of generating a certain trajectory τ =

{s0 , a0 , s1 , a1 , ..., sT , aT } of length T with policy πe and transition P is given as:
p? (τ ) = η (s0 )

T −1

∏ π e (at | st ) P (st +1 | st , at ).

(4.18)

t =0

The return on a trajectory R(τ ) is the sum of the rewards across the state, action
pairs in τ: R(τ ) = ∑tT=1 r (st , at ), where we assume a known reward function r.
We are interested in the value of a policy defined as v(πe ) = E p∗ [ R(τ )]. Evaluating πe requires the (unknown) transition dynamics P. The dynamics model is
a conditional generative model of the next states st+1 conditioned on the previous
state-action pair (st , at ). If we have access to historical logged data Dτ of trajectories
τ = {s0 , a0 , s1 , a1 , . . . , } from some behavioral policy πb : S × A → [0, 1], then we
can use this off-policy data to train a dynamics model pθ (st+1 |st , at ). The policy πe
can then be evaluated under this learned dynamics model as ṽ(πe ) = E p̃ [ R(τ )],
where p̃ uses pθ instead of the true dynamics in Eq. (4.18).
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However, the trajectories sampled with pθ could significantly deviate from samples from P due to compounding errors [RB10]. In order to correct for this bias,
we can use likelihood-free importance weighting on entire trajectories of data. The
binary classifier c(st , at , st+1 ) for estimating the importance weights in this case
distinguishes between triples of true and generated transitions. For any true triple

(st , at , st+1 ) extracted from the off-policy data, the corresponding generated triple
(st , at , ŝt+1 ) only differs in the final transition state, i.e., ŝt+1 ∼ pθ (ŝt+1 |st , at ). Such
a classifier allows us to obtain the importance weights ŵ(st , at , ŝt+1 ) for every predicted state transition (st , at , ŝt+1 ). The importance weights for the trajectory τ can
be derived from the importance weights of these individual transitions as:
p? (τ )
∏tT=−01 P(st+1 |st , at )
= T −1
=
p̃(τ )
∏ t =0 p θ (st +1 | st , at )

T −1

∏

t =0

P (st +1 | st , at )
≈
p θ (st +1 | st , at )

T −1

∏ ŵ(st , at , ŝt+1 ).

(4.19)

t =0

Our final LFIW estimator is given as:
"
v̂(πe ) = E p̃

T −1

∏ ŵ(st , at , ŝt+1 ) · R(τ )

#
.

(4.20)

t =0

In Appendix B.2.5, we also consider a stepwise LFIW estimator for MBOPE which
applies importance weighting at the level of every decision as opposed to entire
trajectories.
Setup.

We consider three continuous control tasks in the MuJoCo simulator [TET12]

from OpenAI gym [Bro+16] (in increasing number of state dimensions): Swimmer, HalfCheetah and HumanoidStandup. High dimensional state spaces makes it
challenging to learning a reliable dynamics model in these environments. We train
behavioral and evaluation policies using Proximal Policy Optimization [Sch+17a]
with different hyperparameters for the two policies.
The dataset collected via trajectories from the behavior policy is used to train
a ensemble neural network dynamics model. We the use the trained dynamics
model to evaluate ṽ(πe ) and its LFIW version v̂(πe ), and compare them with the
ground truth returns v(πe ). Each estimation is averaged over a set of 100 trajectories
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Table 4.3: Off-policy policy evaluation on MuJoCo tasks. Standard error is over
10 Monte Carlo estimates where each estimate contains 100 randomly sampled
trajectories.
Environment

v(πe ) (Ground Truth)

ṽ(πe )

v̂(πe ) (LFIW)

v̂80 (πe ) (LFIW)

Swimmer
HalfCheetah
Humanoid

36.7 ± 0.1
241.7 ± 3.56
14170 ± 53

100.4 ± 3.2
204.0 ± 0.8
8417 ± 28

25.7 ± 3.1
217.8 ± 4.0
9372 ± 375

47.6 ± 4.8
219.1 ± 1.6
9221 ± 381

with horizon T = 100. Specifically, for v̂(πe ), we also average the estimation over
10 classifier instances trained with different random seeds on different trajectories.
We further consider performing LFIW over only the first H steps, and use uniform
weights for the remainder, which we denote as v̂ H (πe ). This allow us to interpolate
between ṽ(πe ) ≡ v̂0 (πe ) and v̂(πe ) ≡ v̂ T (πe ). Finally, as in the other experiments,
we used the self-normalized variant (Eq. (4.7)) of the importance weighted estimator
in Eq. (4.20).
Results.

We compare the policy evaluations under different environments in Ta-

ble 4.3. These results show that the rewards estimated with the trained dynamics
model differ from the ground truth by a large margin. By importance weighting the
trajectories, we obtain much more accurate policy evaluations. As expected, we also
see that while LFIW leads to higher returns on average, the imbalance in trajectory
importance weights due to the multiplicative weights of the state-action pairs can
lead to higher variance in the importance weighted returns.
In Figure 4.3, we demonstrate that policy evaluation becomes more accurate as
more timesteps are used for LFIW evaluations, until around 80 − 100 timesteps and
thus empirically validates the benefits of importance weighting using a classifier.
Given that our estimates have a large variance, it would be worthwhile to compose
our approach with other variance reduction techniques such as (weighted) doubly
robust estimation in future work [FCG18], as well as incorporate these estimates
within a framework such as MAGIC to further blend with model-free OPE [TB16].
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Figure 4.3: Estimation error δ(v) = v(πe ) − v̂ H (πe ) for different values of H (min 0,
max 100). Shaded area denotes standard error over 10 random seeds.
Overall.

Across all our experiments, we observe that importance weighting the

generated samples leads to uniformly better results, whether in terms of evaluating
the quality of samples, or their utility in downstream tasks. Since the technique is a
black-box wrapper around any generative model, we expect this to benefit a diverse
set of tasks in follow-up works.
However, there is also some caution to be exercised with these techniques as
evident from the results of Table 4.1. Note that in this table, the confidence intervals
(computed using the reported standard errors) around the model scores after
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importance weighting still do not contain the reference scores obtained from the true
model. This would not have been the case if our debiased estimator was completely
unbiased and this observation reiterates our earlier claim that LFIW is reducing bias,
as opposed to completely eliminating it. Indeed, when such a mismatch is observed,
it is a good diagnostic to either learn more powerful classifiers to better approximate
the Bayes optimum, or find additional data from pdata in case the generative model
fails the full support assumption.

4.6

Discussion & Related Work

Density ratios enjoy widespread use across machine learning e.g., for handling
covariate shifts and class imbalance [SSK12; BL18]. In generative modeling, estimating these ratios via binary classifiers is frequently used for defining learning
objectives and two sample tests [ML16; Ros+17; Gre+07; Bow+15; LO16; Dan+17;
Ros+17; Im+18; GRM19]. In particular, such classifiers have been used to define
learning frameworks such as generative adversarial networks [Goo+14; NCT16],
likelihood-free Approximate Bayesian Computation (ABC) [GH12] and earlier
work in unsupervised-as-supervised learning [FHT01] and noise contrastive estimation [GH12] among others. These works are explicitly interested in learning
the parameters of a generative model. In contrast, we use the binary classifier for
estimating importance weights to correct for the model bias of any fixed generative
model and in doing so, we include the classifier as part of the induced generative
model. In another line of work, [Die+18] and [Cho+20] used importance weighting
to reweigh data points based on differences in training and test data distributions
i.e., dataset bias. We will discuss this setting in the following chapter.
Recent concurrent works use MCMC and rejection sampling to explicitly transform or reject the generated samples [Tur+18; Aza+18; Tao+18]. These methods
require extra computation beyond training a classifier, in rejecting the samples or
running Markov chains to convergence, unlike the proposed importance weighting
strategy. For many model-based Monte Carlo evaluation usecases (e.g., data augmentation, MBOPE), this extra computation is unnecessary. If samples or density
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estimates are explicitly needed from the induced resampled distribution, we presented a particle-based approximation to the induced density where the number of
particles is a tunable knob allowing for trading statistical accuracy with computational efficiency. Finally, we note resampling based techniques have been extensively
studied in the context of improving variational approximations for latent variable
generative models [BGS15; SKW15; Nae+17; Gro+18a].

4.7

Conclusion

We identified bias with respect to a target data distribution as a fundamental challenge restricting the use of generative models as proposal distributions for Monte
Carlo evaluation. We proposed a bias correction framework based on importance
weighting. The importance weights are estimated in a likelihood-free fashion via
a binary classifier. Empirically, we find the bias correction to be useful across a
variety of tasks including goodness-of-fit sample quality tests, data augmentation,
and off-policy policy evaluation.
We also characterized the induced energy-based generative model along with
an approximate sampling procedure based on sequential-importance-resampling
and the theoretical conditions under which it improves the base generative model.
In a recent follow-up work, [AZG20] extend this framework to update both the
base generative model and energy function during learning and observe improved
performance on density estimation and sampling using the induced energy-based
model. In summary, these works show that such approaches sequentially increases
model capacity to fix the model bias of a base generative model. The source of this bias
was the mismatch in the base generative model family and the true data distribution,
or simply challenges in optimization. The next chapter will focus on another piece
of the puzzle: bias that can occur due to unlabelled and uncurated datasets.

5 Dataset Bias in Generative Models

5.1

Introduction

Increasingly, we are able to train generative models on large unannotated datasets
and deploy them in the real world. Examples of such production level systems
include Transformer-based models such as BERT and GPT-3 for natural language
generation [Vas+17; Dev+18; Rad+19; Bro+20], Wavenet for text-to-speech synthesis [Oor+17], and a large number of creative applications such Coconet used
for designing the ‘‘first AI-powered” Google [Hua+17]. As these generative applications become more prevalent, it becomes increasingly important to consider
questions with regards to the potential discriminatory nature of such systems and
ways to mitigate it [Pod+14]. For example, some natural language generation systems trained on internet-scale datasets have been shown to produce generations
that are biased towards certain demographics [She+19].
A variety of socio-technical factors contribute to the discriminatory nature of
ML systems [BHN18]. A major factor is the existence of biases in the training data
itself [TE+11; Tom+17]. Since data is the fuel of machine learning, any existing bias
in the dataset can be propagated to the learned model [BS16]. This is a particularly
pressing concern for generative models which can easily amplify the bias by generating more of the biased data at test time. Further, learning a generative model
is fundamentally an unsupervised learning problem and hence, the bias factors
of interest are typically latent. For example, while learning a generative model of
55
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human faces, we often do not have access to attributes such as gender, race, and age.
Any existing bias in the dataset with respect to these attributes are easily picked by
deep generative models. See Figure 5.1 for an illustration.

Figure 5.1: Samples from a baseline BigGAN that reflect the gender bias underlying
the true data distribution in CelebA. All faces above the orange line (67%) are
classified as female, while the rest are labeled as male (33%).
We present a model-agnostic bias mitigation approach dor learning fair generative models even in the presence of dataset bias. In our setup, we assume we have
access to multiple unlabelled (potentially biased) datasets in addition to a particular
target (reference) dataset. The unlabelled datasets are relatively cheap to obtain for
many domains in the big data era but our goal is to ultimately generate samples
that are close in distribution to a particular target (reference) dataset. We note
that while there may not be concept of a reference dataset devoid of bias, carefully
designed representative data collection practices may be more accurately reflected
in some data sources [Geb+18] and can be considered as reference datasets. As a
concrete example of such a reference dataset, organizations such as the World Bank
and certain biotech firms [23m16; Hon16] typically have quality checks to ensure
representativeness in their collected datasets. We note two key features of our setup
that are well allied with real-world scenarios: (a) we do not require the biased or
reference datasets need to be labeled w.r.t. the latent bias attributes and (b) the size
of the curated reference dataset can be much smaller than the biased dataset.
Using a reference dataset to augment a biased dataset, our goal is to learn a
generative model that best approximates the reference data distribution. Simply
using the reference dataset alone for learning is an option, but this may not suffice
since this dataset can be too small to learn an expressive model that accurately
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captures the underlying reference data distribution. Our approach to learning a
fair generative model that is robust to biases in the larger training set is based on
importance reweighting. In particular, we learn a generative model which reweighs
the data points in the biased dataset based on the ratio of densities assigned by the
biased data distribution as compared to the reference data distribution. Since we do
not have access to explicit densities assigned by either of the two distributions, we
estimate the weights by using a probabilistic classifier [SSK12; ML16].
We test our bias mitigation approach on learning generative adversarial networks
on the CelebA dataset [Liu+15]. The dataset consists of attributes such as gender
and hair color, which we use for designing biased and reference data splits and
subsequent evaluation. Empirically, we demonstrate the efficacy of our approach
which reduces bias w.r.t. latent factors by an average of up to 34.6% over baselines for
comparable image generation using generative adversarial networks in this dataset.

5.2

Preliminaries

Our bias mitigation framework is agnostic to the choice of generative modeling
framework. For generality, we consider expectation-based learning objectives, where

`(·) is a per-example loss that depends on both examples x drawn from a dataset D
and the model parameters θ:
E pdata [`(x, θ )] ≈

1
T

T

∑ `(xi , θ ) := L(θ; D)

(5.1)

i =1

The above expression encompasses all the objectives discussed in Chapter 2. For
example, if `(·) denotes the negative log-likelihood assigned to the point x as per
pθ , then we recover the MLE training objective.
Dataset Bias.

The standard assumption for learning a generative model is that

we have access to a sufficiently large dataset Dref of training examples, where each
x ∈ Dref is assumed to be sampled independently from a reference distribution
pdata = pref . In practice however, collecting large datasets that are i.i.d. w.r.t. pref
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is difficult due to a variety of socio-technical factors. The sample complexity for
learning probability distributions can be doubly-exponential in the dimension in
many cases [ARZ18], surpassing the size of the largest available datasets.
We can partially offset this difficulty by considering data from alternate sources
related to the target distribution, e.g., images scraped from the Internet. However,
these additional data points are not expected to be i.i.d. w.r.t. pref . We characterize this phenomena as dataset bias, where we assume the availability of a dataset

Dbias , such that the examples x ∈ Dbias are sampled independently from a biased
(unknown) distribution pbias that is different from pref , but shares the same support.

5.3 Learning with Multiple Data Sources
We assume a learning setting where we are given access to a data source Dbias in
addition to a dataset of training examples Dref . Our goal is to capitalize on both
data sources Dbias and Dref for learning a model pθ that best approximates the target
distribution pref . We begin by discussing two baseline approaches for learning with
multiple data sources and the trade-offs involved.
Baseline 1.

One could completely ignore Dbias and consider learning pθ based on

Dref alone. Since we only consider proper losses w.r.t. pref , global optimization of
the objective in Eq. (5.1) in a well-specified model family will recover the reference
data distribution as |Dref | → ∞. However, since Dref is finite in practice, this is
sample inefficient and the sample quality will be poor.
Baseline 2. On the other extreme, we can consider learning pθ based on the full
dataset consisting of both Dref and Dbias . This procedure will be data efficient and
could lead to high sample quality, but it comes at the cost of fairness since the
learned distribution will be heavily biased w.r.t. pref .
Both baselines fall short in achieving the twin goals of data efficiency (challenge
for Baseline 1) without introducing dataset bias (challenge for Baseline 2). Next,
we consider two approaches that seek to satisfy these aforementioned desiderata.
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Our first proposal is to learn a gener-

ative model conditioned on the identity of the dataset used during training. Formally,
we learn a generative model pθ (x|y) where y ∈ {0, 1} is a binary random variable
indicating whether the model distribution was learned to approximate the data
distribution corresponding to Dref (i.e., pref ) or Dbias (i.e., pbias ). By sharing model
parameters θ across the two values of y, we hope to leverage both data sources. At
test time, conditioning on y for Dref should result in fair generations.
In practice, this simple approach however does not achieve the intended effect
as we shall demonstrate in our experiments. The likely explanation is that the
conditioning information is too weak for the model to infer the bias factors and
effectively distinguish between the two distributions. Next, we present an alternate
two-phased approach based on density ratio estimation which effectively overcomes
the dataset bias in a data-efficient manner.
Approach 2: Importance Reweighting. Recall Baseline 2 learns a generative model
on simply the union of Dbias and Dref . This method is problematic because it assigns equal weight to the loss contributions from each individual data point in our
dataset in Eq. (5.1), regardless of whether the data point comes from Dbias or Dref .
For example, in situations where the dataset bias causes a minority group to be
underrepresented, this objective will encourage the model to focus on the majority
group such that the overall value of the loss is minimized on average with respect to
a biased empirical distribution i.e., a weighted mixture of pbias and pref with weights
proportional to |Dbias | and |Dref |.
Our key idea is to reweight the data points from Dbias during training such that
the model learns to downweight over-represented data points from Dbias while
simultaneously upweighting the under-represented points from Dref . The challenge
in the unsupervised context is that we do not have direct supervision on which
points are over- or under-represented and by how much. To resolve this issue,
we consider importance sampling [HT52]. Whenever we are given data from two
distributions, w.l.o.g. say p and q, and wish to evaluate a sample average w.r.t. p
given samples from q, we can do so by reweighting the samples from p by the ratio of
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densities assigned to the sampled points by p and q. In our setting, the distributions
of interest are pbias and pref respectively. Hence, an importance weighted objective
for learning from Dbias is:
E pref [`(x, θ )] = E pbias

≈

where w(xi ) :=

pref (x)
pbias (x)

1
T



pref (x)
`(x, θ )
pbias (x)


(5.2)

T

∑ w(xi )`(xi , θ ) := L(θ, Dbias )

(5.3)

i =1

is defined to be the importance weight for xi ∼ pbias .

To estimate the importance weights, we use a binary classifier as described
below [SSK12]. Consider a binary classification problem with classes Y ∈ {0, 1}
with training data generated as follows. First, we fix a prior probability for p(Y = 1).
Then, we repeatedly sample y ∼ p(Y ). If y = 1, we independently sample a data
point x ∼ pref , else we sample x ∼ pbias . Then, as shown in [FHT01], the ratio of
densities pref and pbias assigned to an arbitrary point x can be recovered via a Bayes
optimal (probabilistic) classifier c∗ : X → [0, 1]:
w (x) =

pref (x)
c ∗ (Y = 1 | x )
=γ
pbias (x)
1 − c ∗ (Y = 1 | x )

(5.4)

where c(Y = 1| x ) is the probability assigned by the classifier to the point x belonging
to class Y = 1. Here, γ =

p (Y = 0 )
p (Y = 1 )

is the ratio of marginals of the labels for two classes.

In practice, we do not have direct access to either pbias or pref and hence, our
training data consists of points sampled from the empirical data distributions defined
uniformly over Dref and Dbias . Further, we may not be able to learn a Bayes optimal
classifier and denote the importance weights estimated by the learned classifier c
for a point x as ŵ(x).
Our overall procedure is summarized in Algorithm 5.1. We use deep neural
networks for parameterizing the binary classifier and the generative model. Given a
biased and reference dataset along with the network architectures and other standard
hyperparameters (e.g., learning rate, optimizer etc.), we first learn a probabilistic
binary classifier (Line 2). The learned classifier can provide importance weights for
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Algorithm 5.1 Mitigating Dataset Bias in Generative Models
Inputs: Datasets Dbias and Dref
Classifier and Generative Model Architectures & Hyperparameters
Output: Generative Model Parameters θ
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

. Phase 1: Estimate importance weights
Learn binary classifier c for distinguishing (Dbias , Y = 0) vs. (Dref , Y = 1)
c (Y = 1 | x )
Estimate importance weight ŵ(x) ← c(Y =0|x) for all x ∈ Dbias (using Eq. (5.4))
Set importance weight ŵ(x) ← 1 for all x ∈ Dref
nothing
. Phase 2: Minibatch gradient descent on θ based on weighted loss
Initialize model parameters θ at random
Set full dataset D ← Dbias ∪ Dref
while training
Sample a batch of points B from D at random
Set loss L(θ; D) ← | B1 | ∑xi ∈ B ŵ(xi )`(xi , θ )
Estimate gradients ∇θ L(θ; D) and update parameters θ based on optimizer
update rule
end while
nothing
return θ

the data points from Dbias via estimates of the density ratios (Line 3). For the data
points from Dref , we do not need to perform any reweighting and set the importance
weights to 1 (Line 4). Using the combined dataset Dbias ∪ Dref , we then learn the
generative model pθ where the minibatch loss for every gradient update weights
the contributions from each data point (Lines 6-12).
For a practical implementation, it is best to account for some diagnostics and best
practices while executing Algorithm 5.1. For density ratio estimation, we test that the
classifier is calibrated on a held out set. This is a necessary (but insufficient) check
for the estimated density ratios to be meaningful. If the classifier is miscalibrated, we
can apply standard recalibration techniques such as Platt scaling before estimating
the importance weights. Furthermore, while optimizing the model using a weighted
objective, there can be an increased variance across the loss contributions from each
example in a minibatch due to importance weighting. We did not observe this in our
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experiments, but techniques such as normalization of weights within a batch can
potentially help control the unintended variance introduced within a batch [SSK12].
The performance of Algorithm 5.1 critically depends on the quality of estimated
density ratios, which in turn is dictated by the training of the binary classifier. We
define the expected negative cross-entropy (NCE) objective for a classifier c as:
NCE(c) :=

1
γ
E pref (x) [log c(Y = 1|x)] +
E
[log c(Y = 0|x)].
γ+1
γ + 1 pbias (x)

(5.5)

In the following result, we characterize the NCE loss for the Bayes optimal
classifier.
Theorem 5.1. Let Z denote a set of unobserved bias variables. Suppose there exist two joint
distributions pbias (x, z) and pref (x, z) over x ∈ X and z ∈ Z . Let pbias (x) and pbias (z)
denote the marginals over x and z for the joint pbias (x, z) and similar notation for the joint
pref (x, z):
pbias (x|z = k ) = pref (x|z = k ) ∀k

(5.6)

and pbias (x|z = k ), pbias (x|z = k0 ) have disjoint supports for k 6= k0 . Then, the negative
cross-entropy of the Bayes optimal classifier c∗ is given as:




1
1
γ
γb(z)
NCE(c ) =
E
log
+
E
log
. (5.7)
γ + 1 pref (z)
γb(z) + 1
γ + 1 pbias (z)
γb(z) + 1
∗

where b(z) = pbias (z)/pref (z).
Proof. See Appendix A.1.
For example, as we shall see in our experiments in the following section, the inputs x can correspond to face images, whereas the unobserved z represents sensitive
bias factors for a subgroup such as gender or ethnicity. The proportion of examples
x belonging a subgroup can differ across the biased and reference datasets with the
relative proportions given by b(z). Note that the above result only requires knowing
these relative proportions and not the true z for each x. The practical implication is
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that under the assumptions of Theorem 5.1, we can check the quality of density ratios
estimated by an arbitrary learned classifier c by comparing its empirical NCE with
the theoretical NCE of the Bayes optimal classifier in Eq. (5.7) (see Section 5.4.1).

5.4

Empirical Evaluation

In this section, we are interested in investigating two broad questions empirically:
1. How well can we estimate density ratios between multiple unlabelled datasets?
2. How effective is the reweighting technique for mitigating the dataset bias in
learning fair generative models?
Dataset. We consider the CelebA dataset [Liu+15], which is commonly used for
benchmarking deep generative models and comprises of images of faces with 40
labeled binary attributes. We use this attribute information to construct 3 different
settings for partitioning the full dataset into Dbias and Dref .
• Setting 1 (single, bias=0.9): We set z to be a single bias variable corresponding to ‘‘gender” with values 0 (female) and 1 (male) and b(z = 0) = 0.9.
Specifically, this means that Dref contains the same fraction of male and female
images whereas Dbias contains 0.9 fraction of females and rest as males.
• Setting 2 (single, bias=0.8): We use same bias variable (gender) as Setting
1 with b(z = 0) = 0.8.
• Setting 3 (multi): We set z as two bias variables corresponding to ‘‘gender”
and ‘‘black hair”. In total, we have 4 subgroups: females without black hair
(00), females with black hair (01), males without black hair (10), and males
with black hair (11). We set b(z = 00) = 0.437, b(z = 01) = 0.063, b(z =
10) = 0.415, b(z = 11) = 0.085.
We emphasize that the attribute information is used only for designing controlled biased and reference datasets and faithful evaluation. Algorithm 5.1 does not explicitly
require such labeled information.
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We are interested in evaluating metrics that relate to both

sample quality and fairness w.r.t. the latent bias attributes.
1. Sample quality: Standard metrics such as Frechet Inception Distance (FID) [Heu+17]
can be used here. Note that we are interested in measuring these metrics w.r.t.
the reference data distribution pref even if the model has been trained to use
both Dref and Dbias .
2. Fairness: Alternatively, we can evaluate bias of generative models specifically
in the context of some sensitive latent variables, say u ∈ Rk . For example, u
may correspond to the gender and hair color of an individual depicted via
an image x. If we have access to a highly accurate predictor p(u|x) for the
distribution of the sensitive attributes u conditioned on the observed x, we
can evaluate the extent of bias mitigation via the discrepancies in the expected
marginal likelihoods of u as per pref and pθ .
Formally, we define the fairness discrepancy f for a generative model pθ w.r.t.
pref and sensitive attributes u:
f ( pref , pθ ) = |E pref [ p(u|x)] − E pθ [ p(u|x)]|2 .

(5.8)

In practice, the expectations in Eq. (5.8) can be computed via Monte Carlo
averaging. Lower is the discrepancy in the above two expectations, the better
is mitigation in dataset bias w.r.t. the sensitive attributes u.
Models.

We train two classifiers for our experiments: (1) the attribute (e.g., gender)

classifier which we use to assess the level of bias present in our final samples; and (2)
the density ratio classifier. For both models, we use a variant of ResNet18 [He+16]
on the standard train and validation splits of CelebA. For the generative model, we
used a BigGAN model [BDS18] trained to minimize the hinge loss objective [LY17;
TRB17].
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(a) single, bias=0.9

(b) single, bias=0.8

(c) multi

Figure 5.2: Distribution of importance weights for different latent subgroups. On average, The underrepresented subgroups are upweighted while the overrepresented
subgroups are downweighted.
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Model

Bayes optimal

Empirical

0.591
0.642
0.619

0.605
0.650
0.654

single, bias=0.9
single, bias=0.8
multi
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Table 5.1: Comparison between the cross-entropy loss of the Bayes classifier and
learned density ratio classifier.

5.4.1

Density ratio estimation

For each of the three experiments settings, we can evaluate the quality of the estimated density ratios by comparing empirical estimates of the cross-entropy loss of
the density ratio classifier with the cross-entropy loss of the Bayes optimal classifier
derived in Eq. (5.7). We show the results in Table 5.1 for perc=1.0 where we find
that the two losses are very close, suggesting that we obtain high-quality density
ratio estimates that we can use for subsequently training fair generative models.
In Figure 5.2, we show the distribution of our importance weights for the various
latent subgroups. We find that across all the considered settings, the underrepresented subgroups (e.g., males in Figure 5.2a, 5.2b, females with black hair in 5.2c)
are upweighted on average (mean density ratio estimate > 1), while the overrepresented subgroups are downweighted on average (mean density ratio estimate <
1). Also, as expected, the density ratio estimates are closer to 1 when the bias is low
(see Figure 5.2a v.s. 5.2b).

5.4.2 Dataset bias mitigation
We compare our importance weighted approach against three baselines: (1) equiweight: a BigGAN trained on the full dataset

Dref ∪ Dbias that weighs every point

equally; (2) reference-only: a BigGAN trained on the reference dataset Dref ; and
(3) conditional: a conditional BigGAN where the conditioning label indicates
whether a data point x is from Dref (y = 1) or Dbias (y = 0). In all our experiments,
the reference-only variant which only uses the reference dataset Dref for learning
however failed to give any recognizable samples. For a clean presentation of the
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(a) Samples generated via importance reweighting with subgroups separated by the
orange line. For the 100 samples above, the classifier concludes 52 females and 48 males.

(b) Fairness Discrepancy

(c) FID

Figure 5.3: Single-Attribute Dataset Bias Mitigation for bias=0.9. Standard error in
(b) and (c) over 10 independent evaluation sets of 10,000 samples each drawn from
the models. Lower fairness discrepancy and FID is better. We find that on average,
imp-weight outperforms the equi-weight baseline by 49.3% and the conditional
baseline by 25.0% across all reference dataset sizes for bias mitigation.
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(a) Samples generated via importance reweighting with subgroups separated by the
orange line. For the 100 samples above, the classifier concludes 52 females and 48 males.

FID

(b) Fairness Discrepancy
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(c) FID

Figure 5.4: Single Attribute Dataset Bias Mitigation for bias=0.8. Standard error in
(b) and (c) over 10 independent evaluation sets of 10,000 samples each drawn from
the models. Lower fairness discrepancy and FID is better. We find that on average,
imp-weight outperforms the equi-weight baseline by 23.9% and the conditional
baseline by 12.2% across all reference dataset sizes for bias mitigation.
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results due to other methods, we hence ignore this baseline in the results below and
defer the reader to the Appendix for further results.
We also vary the size of the balanced dataset Dref relative to the unbalanced
dataset size |Dbias |: perc = {0.1, 0.25, 0.5, 1.0}. Here, perc = 0.1 denotes |Dref | =
10% of |Dbias | and perc = 1.0 denotes |Dref | = |Dbias |.
Single attribute bias.

We train our attribute (gender) classifier for evaluation on

the CelebA training set, and the classifier achieves 98% accuracy on the held-out
set. For each experimental setting, we evaluate bias mitigation based on the fairness
discrepancy metric (Eq. (5.8)) and report sample quality based on FID [Heu+17].
For the bias = 0.9 split, we show the samples generated via imp-weight and the
resulting fairness discrepancies and FID in Figure 5.3. Our framework generates
samples that are slightly lower quality than equi-weight baseline samples shown
in Figure 5.1, but is able to produce almost identical proportion of samples across
the two genders. Similar observations hold for bias = 0.8, as shown in Figure 5.4.
Multiple attributes bias.

We conduct a similar experiment with a multi-attribute

split based on gender and the presence of black hair. The attribute classifier for the
purpose of evaluation is now trained with a 4-way classification task instead of 2,
and achieves an accuracy of roughly 88% on the test set.
Our model produces samples as shown in Figure 5.5a with the discrepancy
metrics shown in Figures 5.5b, 5.5c respectively. Even in this challenging setup
involving two latent bias factors, we find that the importance weighted approach
again outperforms the baselines in almost all cases in mitigating bias in the generated
data while admitting only a slight deterioration in image quality.

5.5

Discussion & Related Work

Our work presents an initial foray into the field of image generation under dataset
bias, and we stress the need for caution in using our techniques and interpreting the
empirical findings. For scaling our evaluation, we proposed metrics that relied on a
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(a) Samples generated via importance reweighting. For the 100 samples above, the
classifier concludes 37 females and 20 males without black hair, 22 females and 21
males with black hair.

(b) Fairness Discrepancy
60
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(c) FID

Figure 5.5: Mult-Attribute Dataset Bias Mitigation. Standard error in (b) and (c)
over 10 independent evaluation sets of 10,000 samples each drawn from the models.
Lower fairness discrepancy and FID is better. We find that on average, imp-weight
outperforms the equi-weight baseline by 32.5% and the conditional baseline by
4.4% across all reference dataset sizes for bias mitigation.

CHAPTER 5. DATASET BIAS IN GENERATIVE MODELS

71

pretrained attribute classifier for inferring the bias in the generated data samples.
The classifiers we considered are highly accurate on all subgroups, but can have
blind spots when evaluated on generated data. For future work, we would like to
investigate human evaluations to mitigate such issues during evaluation [Grg+18].
As another case in point, our work calls for rethinking sample quality metrics
for generative models in the presence of dataset bias [Mit+19]. On one hand, our
approach increases the diversity of generated samples in the sense that the different
subgroups are more balanced; at the same time, however, variation across other
image features decreases because the newly generated underrepresented samples are
learned from a smaller dataset of underrepresented subgroups. Moreover, standard
metrics such as FID even when evaluated with respect to a reference dataset, could
exhibit a relative preference for models trained on larger datasets with little or no
bias correction to avoid even slight compromises on perceptual sample quality. Next,
we discuss some key lines of related work for the current chapter.
Fairness & generative modeling.

There is a rich body of work in fair ML, which

focus on different notions of fairness (e.g.demographic parity, equality of odds
and opportunity) and study methods by which models can perform tasks such
as classification in a non-discriminatory way [BHN18; Dwo+12; Hei+18; Pin+18].
Our focus is in the context of fair generative modeling. The vast majority of related
work in this area is centered around fair and/or privacy preserving representation
learning, which exploit tools from adversarial learning and information theory
among others [Zem+13; ES15; Lou+16; Beu+17; Son+19; Ade+19]. A unifying
principle among these methods is such that a discriminator is trained to perform
poorly in predicting an outcome based on a protected attribute. [RAM17] considers
transfer learning of race and gender identities as a form of weak supervision for
predicting other attributes on datasets of faces. While the end goal for the above
works is classification, our focus is on data generation in the presence of dataset bias
and we do not require explicit supervision for the protected attributes.
The most relevant prior works in data generation are FairGAN [Xu+18] and
FairnessGAN [Sat+19]. The goal of both methods is to generate fair data points and
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their labels as a preprocessing step. This allows for learning a useful downstream
classifier and obscures information about protected attributes. These works are
not directly comparable to our setting as we do not assume explicit supervision
regarding the protected attributes during training, and our goal is fair generation
given unlabelled biased datasets where the bias factors are latent. Another relevant
work is DB-VAE [Ami+19], which uses a VAE to learn the latent structure of sensitive
attributes and employs importance weighting based on this structure to mitigate
bias in downstream classifiers. Contrary to our work, these importance weights are
used to directly sample (rare) data points with higher frequencies for training a
classifier, as opposed to fair data generation.
Importance reweighting. Reweighting data points is a common algorithmic technique for problems such as dataset bias and class imbalance [BL18]. It has often
been used in the context of fair classification [CKP09], for example, [KC12] details
reweighting as a way to remove discrimination without relabeling instances. For
reinforcement learning, [DTB17] used an importance sampling approach for selecting fair policies. There is also a body of work on fair clustering [Chi+17; Bac+19;
BCN19; SSS18] which ensure that the clustering assignments are balanced with
respect to some sensitive attribute.
Density ratio estimation using classifiers.

The use of classifiers for estimating

density ratios has a rich history of prior works across ML [SSK12]. For deep generative modeling, density ratios estimated by classifiers have been used for expanding
the class of various learning objectives [NCT16; ML16; GE18], evaluation metrics
based on two-sample tests [Gre+07; Bow+15; LO16; Dan+17; Ros+17; Im+18;
GRM19], or improved Monte Carlo inference via these models [Gro+19a; Aza+18;
Tur+18; Tao+18]. Closest related is the proposal of [Die+18] to use importance
reweighting for learning generative models where training and test distributions
differ, but explicit importance weights are provided for at least a subset of the training examples. In contrast, we consider a more realistic setting where we estimate
the importance weights using a small reference dataset.
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Conclusion

We considered the task of data generation given access to a (potentially small) reference dataset and large biased dataset(s). For data-efficient learning, we proposed
an importance weighted objective that corrects bias by reweighting the biased data
points. These weights are estimated by a binary classifier. Empirically, we showed
that our technique outperforms baselines by up to 34.6% on average in reducing
dataset bias on CelebA without incurring any significant reduction in sample quality.
Finally, it is worth emphasizing the need to be mindful of the decisions made at
each stage in the development and deployment of ML systems [Abe+20]. Factors
such as the dataset used for training [Geb+18; She+19; JG20] or algorithmic decisions such as the loss function or evaluation metric [HPS16; BG18; Kim+18; Liu+18a;
Has+18], among others, may have undesirable consequences. These effects can be
further amplified by the very nature of the goal of generative models.

Part II
Relational Representation &
Reasoning

74

6

Representation & Reasoning in Graphs

6.1

Introduction

Graphs are a fundamental abstraction for modeling relational data. Many important
analysis over graphs can be cast as predictions over nodes and edges. In a typical
node classification task, we are interested in predicting the most probable labels of
nodes in a graph [BCM11]. For example, in a social network, we might be interested
in predicting interests of users, or in a protein-protein interaction network we might
be interested in predicting functional labels of proteins [Rad+13; Yan+11]. Similarly,
in link prediction, we wish to predict whether a pair of nodes in a graph should
have an edge connecting them [LK07]. Link prediction is useful in a wide variety of
domains; for instance, in genomics, it helps us discover novel interactions between
genes, and in social networks, it can identify real-world friends [BL11; Vaz+03].
For the above prediction problems, we require feature representations for the
nodes and edges that can be fed as input to a supervised machine learning algorithm. Hand-engineering features based on expert knowledge, e.g., structural graph
features include node degrees, centrality measures, etc. is tedious and suboptimal.
The goal in this chapter is discuss algorithms to automatically learn feature representations for nodes in a graph using unsupervised methods [BCV13]. Classic
approaches include linear and non-linear dimensionality reduction such as Principal Component Analysis, isoMap and other approaches based on matrix factorization [BN02; RS00; TDL00; Yan+06]. Besides computational limitations of matrix
75
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factorization approaches, the learning objective for these techniques is often not
aligned with downstream predictive tasks of interest and hence these approaches
are suboptimal.
Here, we present Graphite, a latent variable generative model for graph representational learning based on variational autoencoding [KW18]. The encoding phase
maps each node in an input graph to a latent representation and the decoding phase
maps the latent representations to a graph. Our model uses graph neural networks
for inference (encoding) and generation (decoding). These networks can be seen as
a parameterized extension to the Weisfeiler-Lehman test for graph isomorphism
and use message passing techniques to efficiently map nodes to feature representations. While the encoding is straightforward and can use any existing graph neural
network, the decoding of these latent features to reconstruct the original graph is
done using a multi-layer iterative procedure. The procedure starts with an initial
reconstruction based on the inferred latent features, and iteratively refines the reconstructed graph via a message passing operation. We benchmark the benefits
of Graphite over previous approaches on the tasks of node classification and link
prediction on real-world graph datasets.

6.2 Preliminaries
Consider a weighted undirected graph G = (V, E) where V and E denote index sets
of nodes and edges respectively. Additionally, we denote the (optional) feature matrix associated with the graph as X ∈ Rn×m for an m-dimensional signal associated
with each node, e.g., these could refer to the user attributes in a social network. We
represent the graph structure using a symmetric adjacency matrix A ∈ Rn×n where
n = |V | and the entries Aij denote the weight of the edge between node i and j.
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Weisfeiler-Lehman algorithm

The Weisfeiler-Lehman (WL) algorithm [WL68; Dou11] is a heuristic test of graph
isomorphism between any two graphs G and G 0 . The algorithm proceeds in iterations. Before the first iteration, we label every node in G and G 0 with a scalar
isomorphism invariant initialization (e.g., node degrees). That is, if G and G 0 are assumed to be isomorphic, then an isomorphism invariant initialization is one where
the matching nodes establishing the isomorphism in G and G 0 have the same labels
(l )

(l )

(l )

(a.k.a. messages). Let H(0) = [h1 , h2 , · · · , hn ] T denote the vector of initializations
for the nodes in the graph at iteration l ∈ N ∪ 0. At every iteration l > 0, we perform
a relabelling of nodes in G and G 0 based on a message passing update rule:
H

(l )



← hash AH

( l −1)



(6.1)

where A denotes the adjacency matrix of the corresponding graph and hash : Rn →
Rn is any suitable hash function e.g., a non-linear activation. Hence, the message
for every node is computed as a hashed sum of the messages from the neighboring
nodes (since Aij 6= 0 only if i and j are neighbors). We repeat the process for a
specified number of iterations, or until convergence. If the label sets for the nodes in
G and G 0 are equal (which can be checked using sorting in O(n log n) time), then
the algorithm declares the two graphs G and G 0 to be isomorphic.
The ‘‘k-dim” WL algorithm extends the 1-dim algorithm above by simultaneously
passing messages of length k (each initialized with some isomorphism invariant
scheme). A positive test for isomorphism requires equality in all k dimensions for
nodes in G and G 0 after the termination of message passing. This algorithmic test is
a heuristic which guarantees no false negatives but can give false positives wherein
two non-isomorphic graphs can be falsely declared isomorphic. Empirically, the test
has been shown to fail on some regular graphs but gives excellent performance on
real-world graphs [She+11].
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Graph neural networks

Intuitively, the WL algorithm encodes the structure of the graph in the form of
messages at every node. Graph neural networks (GNN) build on this observation
and parameterize an unfolding of the iterative message passing procedure which
we describe next.
A GNN consists of many layers, indexed by l ∈ N with each layer associated
with an activation ηl and a dimensionality dl . In addition to the input graph A,
every layer l ∈ N of the GNN takes as input the activations from the previous
layer H(l −1) ∈ Rn×dl −1 , a family of linear transformations Fl : Rn×n → Rn×n , and a
matrix of learnable weight parameters Wl ∈ Rdl −1 ×dl and optional bias parameters
Bl ∈ Rn×dl . Recursively, the layer wise propagation rule in a GNN is given by:
H( l ) ← ηl

Bl +

∑

!
f (A )H( l −1) Wl

(6.2)

f ∈Fl

with the base cases H(0) = X and d0 = m. Here, m is the feature dimensionality. If
there are no explicit node features, we set H(0) = In (identity) and d0 = n. Several
variants of graph neural networks have been proposed in prior work. For instance,
graph convolutional networks (GCN) [KW17] instantiate graph neural networks
with a permutation equivariant propagation rule:


H(l ) ← ηl Bl + ÃH(l −1) Wl

(6.3)

where Ã = D−1/2 AD−1/2 is the symmetric diagonalization of A given the diagonal
degree matrix D (i.e., Dii = ∑(i,j)∈E Aij ), and same base cases as before. Comparing
the above with the WL update rule in Eq. (6.1), we can see that the activations for
every layer in a GCN are computed via parameterized, scaled activations (messages)
of the previous layer being propagated over the graph, with the hash function
implicitly specified using an activation function ηl .
Our framework is agnostic to instantiations of message passing rule of a graph
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Figure 6.1: Latent variable model for Graphite. Observed evidence variables in gray.
neural network in Eq. (6.2), and we use graph convolutional networks for experimental validation due to the permutation equivariance property. For brevity,
we denote the output H for the final layer of a multi-layer graph neural network
with input adjacency matrix A, node feature matrix X, and parameters hW, Bi as
H = GNNhW,Bi (A, X), with appropriate activation functions and linear transformations applied at each hidden layer of the network.

6.3

Graphite: Generative Modeling for Graphs

For generative modeling of graphs, we are interested in learning a parameterized
distribution over adjacency matrices A. In this work, we restrict ourselves to modeling graph structure only, and any additional information in the form of node features
X is incorporated as conditioning evidence.
In Graphite, we adopt a latent variable approach for modeling the generative
process. That is, we introduce latent vectors Zi ∈ Rk and evidence vectors Xi ∈ Rm
for each node i ∈ {1, 2, · · · , n} along with an observed variable for each pair of nodes
Aij ∈ R. Unless necessary, we use a succinct representation Z ∈ Rn×k , X ∈ Rn×m ,
and A ∈ Rn×n for the variables henceforth. The conditional independencies between
the variables can be summarized in the directed graphical model (using plate
notation) in Figure 6.1. We can learn the model parameters θ by maximizing the
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marginal likelihood of the observed adjacency matrix conditioned on X:
max log pθ (A|X) = log
θ

Z
Z

pθ (A, Z|X)dZ

(6.4)

Here, p(Z|X) is a fixed prior distribution over the latent features of every node
e.g., isotropic Gaussian. If we have multiple graphs in our dataset, we maximize
the expected log-likelihoods over all the corresponding adjacency matrices. We can
obtain a tractable, stochastic evidence lower bound (ELBO) to the above objective
by introducing a variational posterior qφ (Z|A, X) with parameters φ:
log pθ (A|X) ≥ Eqφ (Z|A,X)



p (A, Z|X)
log θ
qφ (Z|A, X)


(6.5)

The lower bound is tight when the variational posterior qφ (Z|A, X) matches
the true posterior pθ (Z|A, X) and hence maximizing the above objective optimizes
for the parameters that define the best approximation to the true posterior within
the variational family [BKM17]. We now discuss parameterizations for specifying
qφ (Z|A, X) (i.e., encoder) and pθ (A|Z, X) (i.e., decoder).
Encoding using forward message passing.

Typically we use the mean field ap-

proximation for defining the variational family and hence:
n

qφ (Z|A, X) ≈

∏ qφi (Zi |A, X)

(6.6)

i =1

Additionally, we would like to make distributional assumptions on each variational
marginal density qφi (Zi |A, X) such that it is reparameterizable and easy-to-sample,
such that the gradients w.r.t. φi have low variance [KW18]. In Graphite, we assume
isotropic Gaussian variational marginals with diagonal covariance. The parameters
for the variational marginals qφi (Z|A, X) are specified using a graph neural network:

µ, σ = GNNφ (A, X)

(6.7)
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where µ and σ denote the vector of means and standard deviations for the variational marginals {qφi (Zi |A, X)}in=1 and φ = {φi }in=1 are the full set of variational
parameters.
Decoding using reverse message passing.

For specifying the observation model

pθ (A|Z, X), we cannot directly use a graph neural network since we do not have an
input graph for message passing. To sidestep this issue, we propose an iterative
two-step approach that alternates between defining an intermediate graph and then
gradually refining this graph through message passing. Formally, given a latent
matrix Z and an input feature matrix X, we iterate over the following sequence of
operations:
ZZT
b
A=
+ 11T ,
2
kZk
∗
b [Z|X])
Z = GNNθ (A,

(6.8)
(6.9)

where the second argument to the GNN is a concatenation of Z and X. The first
b ∈ Rn×n by applying an inner
step constructs an intermediate weighted graph A
product of Z with itself and adding an additional constant of 1 to ensure entries
are non-negative. And the second step performs a pass through a parameterized
graph neural network. We can repeat the above sequence to gradually refine the
feature matrix Z∗ . The final distribution over graph parameters is obtained using an
∗

inner product step on Z∗ ∈ Rn×k akin to Eq. (6.8), where k∗ ∈ N is determined via
the network architecture. For efficient sampling, we assume the observation model
factorizes:
n

pθ (A|Z, X) =

n

∏ ∏ pθ

(i,j)

(Aij |Z∗ ).

(6.10)

i =1 j =1

The distribution over the individual edges can be expressed as a Bernoulli or Gaussian distribution for unweighted and real-valued edges respectively. For example,
T

the edge probabilities for an unweighted graph are given as sigmoid(Z∗ Z∗ ).
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For representation learning of large

graphs, we require the encoding and decoding steps in Graphite to be computationally efficient. This can be challenging as the decoding step involves inner products
of potentially dense matrices Z, which is by default an O(n2 k) operation. Here, k is
b
the dimension of the per-node latent vectors Zi used to define A.
For any intermediate decoding step as in Eq. (6.8), we propose to offset this
expensive computation by using the associativity property of matrix multiplications
for the message passing step in Eq. (6.9). For notational brevity, consider the
simplified graph propagation rule for a GNN:
H

(l )

← ηl



b ( l −1)
AH



b is defined in Eq. (6.8).
where A
Instead of directly taking an inner product of Z with itself, we note that the
subsequent operation involves another matrix multiplication and hence, we can
perform right multiplication instead. If dl and dl −1 denote the size of the layers H(l )
and H(l −1) respectively, then the time complexity of propagation based on right
multiplication is given by O(nkdl −1 + ndl −1 dl ).
The above trick sidesteps the quadratic n2 complexity for decoding in the intermediate layers without any loss in statistical accuracy. The final layer however still
involves an inner product with respect to Z∗ corresponding to potentially dense
matrices. However, since the edges are generated independently, we can approximate the loss objective by performing a Monte Carlo evaluation of the reconstructed
adjacency matrix parameters in Eq. (6.10). By adaptively choosing the number
of entries for Monte Carlo approximation, we can trade-off statistical accuracy for
computational budget.

6.4

Empirical Evaluation

We evaluate Graphite on tasks involving entire graphs, nodes, and edges. We consider two variants of our proposed framework: the Graphite-VAE, which corresponds
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Table 6.1: Mean reconstruction errors and negative log-likelihood estimates (in nats)
for autoencoders and variational autoencoders respectively on test instances from
six different generative families. Lower is better.
Erdos-Renyi

Ego

Regular

Geometric

Power Law

Barabasi-Albert

GAE
Graphite-AE

221.79 ± 7.58
195.56 ± 1.49

197.3 ± 1.99
182.79 ± 1.45

198.5 ± 4.78
191.41 ± 1.99

514.26 ± 41.58
181.14 ± 4.48

519.44 ± 36.30
201.22 ± 2.42

236.29 ± 15.13
192.38 ± 1.61

VGAE
Graphite-VAE

273.82 ± 0.07
270.22 ± 0.15

273.76 ± 0.06
270.70 ± 0.32

275.29 ± 0.08
266.54 ± 0.12

274.09 ± 0.06
269.71 ± 0.08

278.86 ± 0.12
263.92 ± 0.14

274.4 ± 0.08
268.73 ± 0.09

to a directed latent variable model as described in Section 6.3 and Graphite-AE, which
corresponds to an autoencoder trained to minimize the error in reconstructing an
input adjacency matrix. For unweighted graphs (i.e., A ∈ {0, 1}n×n ), the reconstruction terms in the objectives for both Graphite-VAE and Graphite-AE minimize the
negative cross entropy between the input and reconstructed adjacency matrices. For
weighted graphs, we use the mean squared error.

6.4.1 Reconstruction & density estimation
In the first set of tasks, we evaluate learning in Graphite based on held-out reconstruction losses and log-likelihoods estimated by the learned Graphite-VAE and
Graphite-AE models respectively on a collection of graphs with varying sizes. In
direct contrast to modalities such as images, graphs cannot be straightforwardly reduced to a fixed number of vertices for input to a graph convolutional network. One
simplifying modification taken by [Boj+18] is to consider only the largest connected
component for evaluating and optimizing the objective, which we appeal to as well.
Thus by setting the dimensions of Z∗ to a maximum number of vertices, Graphite
can be used for inference tasks over entire graphs with potentially smaller sizes by
considering only the largest connected component.
We create datasets from six graph families with fixed, known generative processes: the Erdos-Renyi, ego-nets, random regular graphs, random geometric
graphs, random Power Law Tree and Barabasi-Albert. For each family, 300 graph instances were sampled with each instance having 10 − 20 nodes and evenly split into
train/validation/test instances. As a benchmark comparison, we compare against
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Table 6.2: Citation network statistics

Cora
Citeseer
Pubmed

Nodes

Edges

Node Features

Labels

2708
3327
19717

5429
4732
44338

1433
3703
500

7
6
3

the Graph Autoencoder/Variational Graph Autoencoder (GAE/VGAE) [KW16].
The GAE/VGAE models consist of an encoding procedure similar to Graphite. However, the decoder has no learnable parameters and reconstruction is done solely
through an inner product operation (such as the one in Eq. (6.8)).
The reconstruction errors and the negative log-likelihoods on the test set are
shown in Table 6.1. Both Graphite-AE and Graphite-VAE outperform AE and VGAE
significantly, indicating the usefulness of learned decoders in Graphite.

6.4.2 Link prediction
The task of link prediction is to predict whether an edge exists between a pair of
nodes [Loe98]. Even though Graphite learns a distribution over graphs, it can be
used for predictive tasks within a single graph. In order to do so, we learn a model
for a random, connected training subgraph of the true graph. For validation and
testing, we add a balanced set of positive and negative (false) edges to the original
graph and evaluate the model performance based on the reconstruction probabilities
assigned to the validation and test edges (similar to denoising of the input graph). In
our experiments, we held out a set of 5% edges for validation, 10% edges for testing,
and train all models on the remaining subgraph. Additionally, the validation and
testing sets also each contain an equal number of non-edges.
Datasets. We compared across standard benchmark citation network datasets:
Cora, Citeseer, and Pubmed with papers as nodes and citations as edges [Sen+08].
The node-level features correspond to the text attributes in the papers. The dataset
statistics are summarized in Table 6.2.
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Table 6.3: Area Under the ROC Curve (AUC) for link prediction (* denotes dataset
with features). Higher is better.
Cora

Citeseer

Pubmed

Cora*

Citeseer*

Pubmed*

SC
DeepWalk
node2vec
GAE
VGAE

89.9 ± 0.20
85.0 ± 0.17
85.6 ± 0.15
90.2 ± 0.16
90.1 ± 0.15

91.5 ± 0.17
88.6 ± 0.15
89.4 ± 0.14
92.0 ± 0.14
92.0 ± 0.17

94.9 ± 0.04
91.5 ± 0.04
91.9 ± 0.04
92.5 ± 0.06
92.3 ± 0.06

93.9 ± 0.11
94.1 ± 0.11

94.9 ± 0.13
96.7 ± 0.08

96.8 ± 0.04
95.5 ± 0.13

Graphite-AE
Graphite-VAE

91.0 ± 0.15
91.5 ± 0.15

92.6 ± 0.16
93.5 ± 0.13

94.5 ± 0.05
94.6 ± 0.04

94.2 ± 0.13
94.7 ± 0.11

96.2 ± 0.10
97.3 ± 0.06

97.8 ± 0.03
97.4 ± 0.04

Table 6.4: Average Precision (AP) scores for link prediction (* denotes dataset with
features). Higher is better.
Cora

Citeseer

Pubmed

Cora*

Citeseer*

Pubmed*

SC
DeepWalk
node2vec
GAE
VGAE

92.8 ± 0.12
86.6 ± 0.17
87.5 ± 0.14
92.4 ± 0.12
92.3 ± 0.12

94.4 ± 0.11
90.3 ± 0.12
91.3 ± 0.13
94.0 ± 0.12
94.2 ± 0.12

96.0 ± 0.03
91.9 ± 0.05
92.3 ± 0.05
94.3 ± 0.5
94.2 ± 0.04

94.3 ± 0.12
94.6 ± 0.11

94.8 ± 0.15
97.0 ± 0.08

96.8 ± 0.04
95.5 ± 0.12

Graphite-AE
Graphite-VAE

92.8 ± 0.13
93.2 ± 0.13

94.1 ± 0.14
95.0 ± 0.10

95.7 ± 0.06
96.0 ± 0.03

94.5 ± 0.14
94.9 ± 0.13

96.1 ± 0.12
97.4 ± 0.06

97.7 ± 0.03
97.4 ± 0.04

Baselines and evaluation metrics.

We evaluate performance based on the Area

Under the ROC Curve (AUC) and Average Precision (AP) metrics. We consider the
following baselines: Spectral Clustering (SC) [TL11], DeepWalk [PAS14], node2vec [GL16],
and GAE/VGAE [KW16]. SC, DeepWalk, and node2vec do not provide the ability
to incorporate node features while learning embeddings, and hence we evaluate
them only on the featureless datasets.
Results.

The AUC and AP results (along with standard errors) are shown in

Table 6.3 and Table 6.4 respectively averaged over 50 random train/validation/test
splits. On both metrics, Graphite-VAE gives the best performance overall. GraphiteAE also gives good results, generally outperforming its closest competitor GAE.
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(b) Graphite-VAE

Figure 6.2: t-SNE embeddings of the latent feature vectors for the Cora dataset.
Colors denote labels.
Table 6.5: Classification accuracies (* denotes dataset with features). Baseline
numbers from [KW17].
Cora*

Citeseer*

Pubmed*

SemiEmb
DeepWalk
ICA
Planetoid
GCN

59.0
67.2
75.1
75.7
81.5

59.6
43.2
69.1
64.7
70.3

71.1
65.3
73.9
77.2
79.0

Graphite

82.1 ± 0.06

71.0 ± 0.07

79.3 ± 0.03

Qualitative evaluation. We visualize the embeddings learned by Graphite and
given by a 2D t-SNE projection [MH08] of the latent feature vectors (given as rows
for Z with λ = 0.5) on the Cora dataset in Figure 6.2. Even without any access to
label information for the nodes during training, the name models are able to cluster
the nodes (papers) as per their labels (paper categories).
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6.4.3 Semi-supervised node classification
Given labels for a subset of nodes in an underlying graph, the goal of this task is to
predict the labels for the remaining nodes. We consider a transductive setting, where
we have access to the test nodes (without their labels) during training.
Closest approach to Graphite for this task is a supervised graph convolutional
network (GCN) trained end-to-end. We consider an extension of this baseline,
wherein we augment the GCN objective with the Graphite objective and a hyperparameter to control the relative importance of the two terms in the combined objective.
The parameters φ for the encoder are shared across these two objectives, with an
additional GCN layer for mapping the encoder output to softmax probabilities over
the requisite number of classes. All parameters are learned jointly.
Results.

The classification accuracy of the semi-supervised models is given in

Table 6.5. We find that Graphite-hybrid outperforms the competing models on all
datasets and in particular the GCN approach which is the closest baseline.

6.5

Discussion & Related Work

Probabilistic modeling of graphs.

The earliest probabilistic models of graphs pro-

posed to generate graphs by creating an edge between any pair of nodes with a
constant probability [ER59]. Several alternatives have been proposed since; e.g.,
the small-world model generates graphs that exhibit local clustering [WS98], the
Barabasi-Albert models preferential attachment wherein high-degree nodes are
likely to form edges with newly added nodes [BA99], the stochastic block model is
based on inter and intra community linkages [HLL83] etc. We direct the interested
reader to prominent surveys on this topic [New03; Mit04; CF06].
Representation learning on graphs.

For representation learning on graphs, there

are broadly three kinds of approaches: matrix factorization, random walk based
approaches, and graph neural networks. We refer the reader to [HYL17b] for a
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recent survey on these three kinds of approaches and focus on the latter below.
Graph neural networks, a collective term for networks that operate over graphs
using message passing, have shown success on several downstream applications,
e.g., [Duv+15; Li+16; Kea+16; KW17; HYL17a] and the references therein. [Gil+17]
provides a comprehensive characterization of these networks in the message passing
setup. We used Graph Convolution Networks, partly to provide a direct comparison
with GAE/VGAE and leave the exploration of other GNN variants for future work.
Latent variable models for graphs.

Several deep generative models for graphs

have been previously proposed. Amongst adversarial generation approaches, [Wan+18]
and [Boj+18] model local graph neighborhoods and random walks on graphs respectively. [Li+18] and [You+18] model graphs as sequences and generate graphs
via autoregressive procedures. Adversarial and autoregressive approaches are successful at generating graphs, but do not directly allow for inferring latent variables
via encoders. Latent variable generative models have also been proposed for generating small molecular graphs [JBJ18; Sam+18; SK18]. These methods involve an
expensive decoding procedure that limits scaling to large graphs. Finally, closest
to our framework is the GAE/VGAE approach [KW16] discussed in Section 6.4.
[Pan+18] extends this approach with an adversarial regularization framework but
retain the inner product decoder. Our work proposes a novel multi-step decoding
mechanism based on graph refinement.

6.6 Conclusion
We proposed Graphite, a scalable deep generative model for graphs based on variational autoencoding. The encoders and decoders in Graphite are parameterized by
graph neural networks that propagate information locally on a graph. Our proposed
decoder performs a multi-layer iterative decoding comprising of alternate inner
product operations and message passing on the intermediate graph. Empirically,
we observed superior performance of Graphite over other competing approaches
for density estimation, node classification, and link prediction.

7

Representation & Reasoning in Multiagent Systems

7.1

Introduction

In the last chapter, we discussed representation learning and reasoning for static
graph networks. Relational data can appear in many other interactive contexts
beyond static graph networks. An intelligent agent rarely acts in isolation in the
real world and typically seeks to achieve its goals through interaction with other
agents. Such interactions give rise to rich, complex behaviors formalized as peragent policies in a multiagent system [Fer99; Woo09]. Depending on the underlying
motivations of the agents, interactions could be directed towards achieving a shared
goal in a collaborative setting, opposing another agent in a competitive setting, or be
a mixture of these in a setting where agents collaborate in teams to compete against
other teams. Learning useful representations of the policies of agents based on their
interactions is an important step towards characterization of the agent behavior and
more generally reasoning in multiagent systems.
In this chapter, we propose a representation learning framework for agent policies, given access to only a few episodes of interaction. Our framework builds on
two major lines of advancements in representation learning: (a) generative methods,
which we formalize as learning representations that can aid imitation in a multiagent
setup; and (b) contrastive methods, which we formalize as learning representations
89
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that can aid in distinguishing multiple agents using triplet losses.
For the embeddings to be useful, the representation function should generalize to
both unseen interactions and unseen agents for novel downstream tasks. Generalization is well-understood in the context of supervised learning where a good model
is expected to attain similar train and test performance. For multiagent systems,
we consider a notion of generalization based on agent-interaction graphs. An agentinteraction graph provides an abstraction for distinguishing the agents (nodes) and
interactions (edges) observed during training, validation, and testing.
Our framework is agnostic to the nature of interactions in multiagent systems, and
hence broadly applicable to competitive and cooperative environments. In particular,
we consider two multiagent environments: (i) a competitive continuous control environment, RoboSumo [Al-+18], and (ii) a cooperative communication environment,
ParticleWorld where agents collaborate to achieve a common goal [MA18]. We

show empirically that the representations learned by our framework are effective
for various tasks, including policy optimization. In particular, we demonstrate the
use of these representations as privileged information for better training of agent
policies. In RoboSumo, we train agent policies that can condition on the opponent’s
representation and achieve superior win rates much more quickly as compared
to an equally expressive baseline policy with the same number of parameters. In
ParticleWorld, we train speakers that can communicate more effectively with a

much wider range of listeners given knowledge of their representations.

7.2

Preliminaries

Markov games.

We use the classical framework of Markov games [Lit94] to repre-

sent multiagent systems. A Markov game extends the general formulation of partially
observable Markov decision processes (POMDP) to the multiagent setting. In a
Markov game, we are given a set of n agents on a state space S with action spaces

A1 , A2 , · · · , An and observation spaces O1 , O2 , · · · , On respectively. At every time
(t)

step t, an agent i receives an observation oi

(t)

∈ Oi and executes an action ai ∈ Ai

based on a stochastic policy π (i) : Oi × Ai → [0, 1]. Based on the executed action,
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(t)

the agent receives a reward ri

( t +1)

: S × Ai → R and the next observation oi

. The

state dynamics are determined by a transition function T : S × A1 × · · · × An → S .
(t)

The agent policies are trained to maximize their own expected reward r̄i = ∑tH=1 ri
over a time horizon H.
Extended Markov games.

We are interested in interactions that involve not all but

only a subset of agents. For this purpose, we generalize Markov games as follows.
First, we augment the action space of each agent with a NO-OP (i.e., no action). Then,
we introduce a problem parameter, 2 ≤ k ≤ n, with the following semantics. During
every rollout of the Markov game, all but k agents deterministically execute the
NO-OP operator while the k agents execute actions as per the policies defined on the

original observation and action spaces. Accordingly, we assume that each agent
receives rewards only in the interaction episode it participates in. Informally, the
extension allows for multiagent systems where all agents do not necessarily have to
participate simultaneously in an interaction. For instance, this allows to consider
one-vs-one multiagent game tournaments where only two players participate in any
given match.
Consider a multiagent system specified as an extended Markov game. We denote
the set of agent policies as P = {π (i) }in=1 and interaction episodes as E = { E Mj }m
j =1
where M j ⊆ {1, 2, · · · , n}, | M j | = k is the set of k agents participating in episode
E Mj . For the rest of the chapter, we assume k = 2 to simplify presentation and
consequently, denote the set of interaction episodes between agents i and j as Eij . A
single episode eij ∈ Eij consists of a sequence of observations and actions for some
finite time horizon.
Imitation learning.

Our approach to learning policy representations relies on

behavioral cloning [Pom91]—a type of imitation learning where we train a mapping
from observations to actions using a standard supervised regression loss. Other
algorithms also exist for imitation learning that typically require additional supervision, e.g., generative adversarial imitation learning [HE16] requires knowledge
of the transition dynamics. In either case, our framework is largely agnostic to the
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choice of the imitation algorithm, and we restrict our presentation to behavioral
cloning, leaving other imitation learning paradigms to future work.

7.3

Learning Policy Representations

Our goal is to learn a parameterized function that maps episode(s) from an agent
policy π (i) to a real-valued vector embedding. That is, we optimize for the parameters φ for a function f φ : E → Rd where E denotes the space of episodes and d
is the dimension of the representation embedding. Here, we have assumed the
agent policies are black-boxes, i.e., we can only access them based on interaction
episodes with other agents in a Markov game. Hence, for every agent i, we wish
(i )

(i )

to learn policies using all the available episode data Ei = ∪ j Eij . Here, Eij refers
the episode data for interactions between agent i and j, but consisting of only the
observation and action pairs of agent i. For a multiagent system, we propose the
following auxiliary tasks for learning a good representation of an agent’s policy:
1. Generative representations. The representation should be useful for simulating
the agent’s policy.
2. Contrastive representations. The representation should be able to distinguish
the agent’s policy from the policies of other agents.

7.3.1

Generative representation learning via imitation

Imitation learning does not require direct access to the reward signal, making it an
attractive task for unsupervised representation learning. Formally, we are interested
(i )

in learning a policy πθ : S × A → [0, 1] for an agent i given access to observation
and action pairs from interaction episode(s) involving the agent. For behavioral
cloning, we maximize the following (negative) cross-entropy objective w.r.t. θ:

Ee∼Ei 



∑

ho,ai∼e

h

i

(i )
log πθ (a|o) 
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where the expectation is over interaction episodes of agent i.
Learning individual policies for every agent can be computationally expensive
and statistically prohibitive for large-scale multiagent systems with dozens of agents,
especially when the number of interaction episodes per agent is small. Moreover, it
precludes generalization across the behaviors of such agents. On the other hand,
learning a single policy for all agents increases sample efficiency but comes at the
cost of reduced modeling flexibility in simulating diverse agent behaviors. We
offset this dichotomy by learning a single conditional policy network. To do so,
we use the embedding output by the representation function f φ : E → Rd to
condition the policy network. Formally, the policy network is denoted by πθ : S ×

A × Rd → [0, 1] and maps the agent observation and embedding to a distribution
over the agent’s actions. The parameters φ and θ for the embedding function and
the conditional policy network respectively are learned jointly by maximizing the
following objective:
n





1
Ee1 ∼Ei ,  ∑ log πθ (a|o, f φ (e2 ))
n i∑
=1 e2 ∼ Ei \e1 ho,ai∼e

(7.1)

1

For every agent, the objective function samples two distinct episodes e1 and e2 . The
observation and action pairs from e2 are used to learn an embedding f φ (e2 ) that
conditions the policy network trained on observation and action pairs from e1 . The
conditional policy network shares statistical strength through a common set of
parameters for the policy network and the representation function across all agents.

7.3.2 Contrastive representation learning via triplet loss
An intuitive requirement for any representation function learned for a multiagent
system is that the embeddings should reflect characteristics of an agent’s behavior
that distinguish it from other agents. To do so in an unsupervised manner, we
propose a contrastive objective for agent identification based on the triplet loss directly
in the space of embeddings.
For every agent i, we use the representation function f φ to compute three sets
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Algorithm 7.1 Learn Policy Embedding Function ( f φ )
Input: { Ei }in=1 – interaction episodes, λ – hyperparameter
1: Initialize φ and θ
2: for i = 1, 2, . . . , n
3:
Sample a positive episode pe ← e+ ∼ Ei
4:
Sample a reference episode re ← e∗ ∼ Ei \e+
5:
Compute Im_loss ← − ∑ log πθ (a|o, f φ (e∗ ))
ho,ai∼e+

6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

for j = 1, 2, . . . , n
if j 6= i
Sample a negative episode ne ← e− ∼ Ej
Compute Id_loss ← dφ (e+ , e− , e∗ )
Set Loss ← Im_loss + λ · Id_loss
Update φ and θ to minimize Loss
end if
end for
end for
return φ

of embeddings: (i) a positive embedding for an episode e+ ∼ Ei involving agent i,
(ii) a negative embedding for an episode e− ∼ Ej involving a random agent j 6= i,
and (iii) a reference embedding for an episode e∗ ∼ Ei again involving agent i, but
different from e+ . Given these embeddings, we define the triplet loss:
dφ (e+ , e− , e∗ ) = (1 + exp {kre − ne k2 − kre − pe k2 })−2 ,

(7.2)

where pe = f φ (e+ ), ne = f φ (e− ), re = f φ (e∗ ). Intuitively, the loss encourages
the positive embedding to be closer to the reference embedding than the negative
embedding, which makes the embeddings of the same agent tend to cluster together
and be further away from embeddings of other agents. We note that various other
notions of distance can also be used. The one presented above corresponding to a
squared softmax objective [HA15].
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7.3.3 Hybrid generative-contrastive representations
Conditional imitation learning encourages f φ to learn representations that can
simulate the entire policy of the agents and agent identification using a triplet
loss incentivizes representations that can distinguish between agent policies. Both
objectives are complementary, and we combine Eq. (7.1) and Eq. (7.2) to get the
final objective used for representation learning:









1 n


Ee+ ∼Ei ,  ∑ log πθ (a|o, f φ (e∗ )) −λ ∑ Ee− ∼Ej dφ (e+ , e− , e∗ )  , (7.3)
∑

n i=1 e∗ ∼Ei \e+ ho,ai∼e
j 6 =i
+


|
{z
}
|
{z
}
imitation

agent identification

where λ > 0 is a tunable hyperparameter that controls the relative weights of the
contrastive and generative terms. The pseudocode for the proposed algorithm is
given in Algorithm 7.1. In experiments, we parameterize the conditional policy
πθ and the embedding function f φ using deep neural networks and use stochastic
gradient-based methods for optimization.

7.4

Generalization in Multiagent Systems

Generalization is well-understood for supervised learning—models that shows
similar train and test performance exhibit good generalization. To measure the
quality of the learned representations for a multiagent system (MAS), we introduce
a graphical formalism for reasoning about agents and their interactions.

7.4.1 Generalization across agents & interactions
In many scenarios, we are interested in generalization of the policy representation
function f φ across novel agents and interactions in a multiagent system. For instance, we would like f φ to output useful embeddings for a downstream task, even
when evaluated with respect to unseen agents and interactions. This notion of
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Figure 7.1: Agent-Interaction Graph. An example of a graph used for evaluating
generalization in a multiagent system with 5 train agents (A, B, E, F, G) and 2 test
agents (C, D).
generalization is best understood using agent-interaction graphs [Gro+18d].
The agent-interaction graph describes interactions between a set of agent policies P
and a set of interaction episodes I through a graph G = ( P, I ).1 An example graph
is shown in Figure 7.1. The graph represents a multiagent system consisting of
interactions between pairs of agents, and we will especially focus on the interactions
involving Alice, Bob, Charlie, and Davis. The interactions could be competitive (e.g.,
a match between two agents) or cooperative (e.g., two agents communicating for a
navigation task).
We learn the representation function f φ on a subset of the interactions, denoted by
the solid black edges in Figure 7.1. At test time, f φ is evaluated on some downstream
task of interest. The agents and interactions observed at test time can be different
from those used for training. In particular, we consider the following cases:
Weak generalization. Here, we are interested in the generalization performance of
the representation function on an unseen interaction between existing agents, all of
which are observed during training. This corresponds to the red edge representing
the interaction between Alice and Bob in Figure 7.1. From the context of an agentinteraction graph, the test graph adds only edges to the train graph.
Strong generalization. Generalization can also be evaluated with respect to unseen agents (and their interactions). This corresponds to the addition of agents
1 If

we have more than two participating agents per interaction episode, we could represent the
interactions using a hypergraph.

CHAPTER 7. REPRESENTATION & REASONING IN MULTIAGENT SYSTEMS 97

Charlie and Davis in Figure 7.1. Akin to a few shot learning setting, we observe
a few of their interactions with existing agents Alice and Bob (green edges) and
generalization is evaluated on unseen interactions involving Charlie and Davis (blue
edges). The test graph adds both nodes and edges to the train graph.
For brevity, we skip discussion of weaker forms of generalization that involves
evaluation of the test performance on unseen episodes of an existing training edge
(black edge).

7.4.2

Generalization across tasks

Since the representation function is learned using an unsupervised auxiliary objective, we test its generalization performance by evaluating the usefulness of these
embeddings for various kinds downstream tasks described below.
Unsupervised.

These embeddings can be used for clustering, visualization, and

interpretability of agent policies in a low-dimensional space. Such semantic associations between the learned embeddings can be defined for a single agent wherein we
expect representations for the same agent based on distinct episodes to be embedded
close to each other, or across agents wherein agents with similar policies will have
similar embeddings on average.
Supervised.

Deep neural network representations are especially effective for pre-

dictive modeling. In a multiagent setting, the embeddings serve as useful features
for learning agent properties and interactions, including assignment of role categories to agents with different skills in a collaborative setting, or prediction of win
or loss outcomes of interaction matches between agents in a competitive setting.
Reinforcement. Finally, we can use the learned representation functions to improve generalization of the policies learned from a reinforcement signal in competitive and cooperative settings. We design policy networks that, in addition to
observations, take embedding vectors of the opposing agents as inputs. The embeddings are computed from the past interactions of the opposing agent either

CHAPTER 7. REPRESENTATION & REASONING IN MULTIAGENT SYSTEMS 98

(a) The RoboSumo environment.
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(b) The ParticleWorld environment.

Figure 7.2: Illustrations for the environments used in our experiments: (a) competitive; and (b) cooperative.
with the agent being trained or with other agents using the representation function
(Figure 7.3). Such embeddings play the role of privileged information and allow us
to train a policy network that uses this information to learn faster and generalize
better to opponents or cooperators unseen at training time.

7.5

Empirical Evaluation

We evaluate the proposed framework for both competitive and collaborative environments on various downstream machine learning tasks. In particular, we use
the RoboSumo and ParticleWorld environments for the competitive and collaborative scenarios, respectively. We consider the embedding objectives in Eq. (7.1),
Eq. (7.2), and Eq. (7.3) independently and refer to them as Emb-Im, Emb-Id, and
Emb-Hyb respectively. The hyperparameter λ for Emb-Hyb is chosen by grid search

over λ ∈ {0.01, 0.05, 0.1, 0.5} on a held-out set of interactions.
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Figure 7.3: Illustration of the proposed model for optimizing a policy πψ that
conditions on an embedding of the opponent policy π A . At time t, the pre-trained
representation function f φ computes the opponent embedding based on a past
interaction et−1 . We optimize πψ to maximize the expected rewards in its current
interactions et with the opponent.
In all our experiments, the representation function f φ is specified through a multilayer perceptron (MLP) that takes as input an episode and outputs an embedding of
that episode. In particular, the MLP takes as input a single (observation, action) pair
to output an intermediate embedding. We average the intermediate embeddings for
all (observation, action) pairs in an episode to output an episode embedding. To
condition a policy network on the embedding, we simply concatenate the observation
fed as input to the network with the embedding.

7.5.1 The RoboSumo environment
For the competitive environment, we use RoboSumo [Al-+18]—a 3D environment
with simulated physics (based on MuJoCo [TET12]) that allows agents to control
multi-legged 3D robots and compete against each other in continuous-time wrestling
games (Figure 7.2a). For our analysis, we train a diverse collection of 25 agents,
some of which are trained via self-play and others are trained in pairs concurrently
using Proximal Policy Optimization (PPO) algorithm [Sch+17b].
We start with a fully connected agent-interaction graph (clique) of 25 agents.
Every edge in this graph corresponds to 10 rollout episodes involving the corresponding agents. The maximum length (or horizon) of any episode is 500 time
steps, after which the episode is declared a draw. To evaluate weak generalization,
we sample a connected subgraph for training with approximately 60% of the edges
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Figure 7.4: Embeddings learned using Emb-Hyb for 10 test interaction episodes
of 5 agents projected on the first three principal components for RoboSumo and
ParticleWorld. Color denotes agent policy.
preserved for training, and remaining split equally for validation and testing. For
strong generalization, we preserve 15 agents and their interactions with each other
for training, and similarly, 5 agents and their within-group interactions each for
validation and testing.
Embedding analysis. To evaluate the robustness of the embeddings, we compute
multiple embeddings for each policy based on different episodes of interaction at
test time. Our evaluation metric is based on the intra- and inter-cluster Euclidean
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Table 7.1: Intra-inter clustering ratios (IICR) and accuracies for outcome prediction
(Acc) for weak (W) and strong (S) generalization on RoboSumo.
Emb-Im
Emb-Id
Emb-Hyb

IICR (W)
0.24
0.25
0.22

IICR (S)
0.23
0.27
0.21

Win rate

Train
0.8

0.75

0.6
PPO
PPO + Emb-Im
PPO + Emb-Id
PPO + Emb-Hyb

0.25
0

1000

0.4
0.2

2000
0
Iteration

Train

1000

2000

Test

1.00
Win rate

Acc(S)
0.60
0.56
0.56

Test

1.00

0.50

Acc (W)
0.71
0.67
0.73

1.00

0.75

PPO
PPO + Emb-online
PPO + Emb-offline
PPO + Emb-zero
PPO + Emb-rand

0.50
0.25
0

1000

0.75
0.50
0.25

2000
0
Iteration

1000

2000

Figure 7.5: Average win rates of the newly trained agents against 5 training agent
and 5 testing agents. (a) Top: Baseline comparison with policies that make use of
Emb-Im, Emb-Id, and Emb-Hyb (all computed online). (b) Bottom: Comparison of
different baseline embeddings used at evaluation time (all embedding-conditioned
policies use Emb-Hyb). At each iteration, win rates were computed based on 50
1-on-1 games. Each agent was trained 3 times, each time from a different random
initialization. Shaded regions correspond to 95% CI.
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Figure 7.6: Win, loss, and draw rates plotted for the first agent in each pair. Each
pair of agents was evaluated after each training iteration on 50 1-on-1 games; curves
are based on 5 evaluation runs. Shaded regions correspond to 95% CI.

PPO - 1

0.51

0.44

0.36

0.32

PPO + Emb-Im - 2

0.55

0.49

0.55

0.36

PPO + Emb-Id - 3

0.62

0.44

0.50

0.42

PPO + Emb-Hyb - 4

0.67

0.61

0.57

0.48

1

2

3

4

Figure 7.7: Win rates for agents specified in each row at computed at iteration 1000.
distances between embeddings. The intra-cluster distance for an agent is the average
pairwise distance between its embeddings computed on the set of test interaction
episodes involving the agent. Similarly, the inter-cluster distance is the average
pairwise distance between the embeddings of an agent with those of other agents.
(i ) n

i
Let Ti = {tc }c=
1 denote the set of test interactions involving agent i. We define the

intra-inter cluster ratio (IICR) as:

IICR =

1
n

∑in=1

1
n ( n −1)

n

1
n2i

n

(i )

n

(i )

i
i
∑ a=
1 ∑ b =1 k t a − t b k 2

n

∑ ∑

i =1 j 6 = i

1
ni n j

ni

nj

∑ ∑

a =1 b =1

(i )
kt a

( j)
− t b k2

.
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The intra-inter clustering ratios are reported in Table 7.1. A ratio less than 1
suggests that there is signal that identifies the agent, and the signal is stronger
for lower ratios. Even though this task might seem especially suited for the agent
identification objective, we interestingly find that the Emb-Im attains lower clustering
ratios than Emb-Id for both weak and strong generalization. Emb-Hyb outperforms
both these methods. We qualitatively visualize the embeddings learned using
Emb-Hyb by projecting them on the leading principal components, as shown in

Figures 7.4a and 7.4b for 10 test interaction episodes of 5 randomly selected agents
in the weak and strong generalization settings respectively.
Outcome prediction.

We can use these embeddings directly for training a classifier

to predict the outcome of an episode (win/loss/draw). For classification, we use an
MLP with 3 hidden layers of 100 units each and the learning objective minimizes the
cross entropy error. The input to the classifier are the embeddings of the two agents
involved in the episode. The results are reported in Table 7.1. Again, imitation based
methods seem more suited for this task with Emb-Hyb and Emb-Im outperforming
other methods for weak and strong generalization respectively.
Policy optimization. Here we ask whether embeddings can be used to improve
learned policies in a reinforcement learning setting both in terms of end performance
and generalization. To this end, we select 5 training, 5 validation, and 5 testing
opponents from the pool of 25 pre-trained agents. Next, we train a new agent with
reinforcement learning to compete against the selected 5 training opponents; the
agent is trained concurrently against all 5 opponents using a distributed version of
PPO algorithm, as described in [Al-+18]. Throughout training, we evaluate new
agents on the 5 testing opponents and record the average win and draw rates.
Using this setup, we compare a baseline agent with MLP-based policy with
an agent whose policy takes 100-dimensional embeddings of the opponents as
additional inputs at each time step and uses that information to condition its behavior
on the opponent’s representation. The embeddings for each opponent are either
computed online, i.e., based on an interaction episode rolled out during training at a
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previous time step (Figure 7.3), or offline, i.e., pre-computed before training the new
agent using only interactions between the pre-trained opponents.
Figure 7.5 shows the average win rates against the set of training and testing
opponents for the baseline and our agents that use different types of embeddings.
While every new agent is able to achieve almost 100% win rate against the training
opponents, we see that the agents that condition their policies on the opponent’s
embeddings generalize better on the held-out set of opponents, with the best performance achieved with Emb-Hyb. We also note that embeddings computed offline lead
to better performance than the ones computed online.2 As an ablation test, we also
evaluate our agents when they are provided an incorrect embedding (either all zeros,
Emb-zero, or an embedding selected for a different random opponent, Emb-rand)

and observe that such embeddings lead to a degradation in performance.3
Finally, to evaluate strong generalization in the RL setting, we pit the newly
trained baseline and agents with embedding-conditional policies against each other.
Since the embedding network has never seen the new agents, it must exhibit strong
generalization to be useful in such setting. The results are give in Figures 7.6 and 7.7.
Even though the margin is not very large, the agents that use Emb-Hyb perform the
best on average.

7.5.2

The ParticleWorld environment

For the collaborative setting, we evaluate the framework on the ParticleWorld
environment for cooperative communication [MA18; Low+17]. The environment
consists of a continuous 2D grid with 3 landmarks and two kinds of agents collaborating to navigate to a common landmark goal (Figure 7.2b). At the beginning of
every episode, the speaker agent is shown the RGB color of a single target landmark
on the grid. The speaker then communicates a fixed length binary message to the
listener agent. Based on the received messages, the listener agent the moves in a
2 Perhaps,

this is due to differences in the interactions of the opponents between themselves and
with the new agent that the embedding network was not able to capture entirely.
3 Performance decrease is most significant for Emb-zero, which is an out-of-distribution all-zeros
vector.
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Table 7.2: Intra-inter clustering ratios (IICR) for weak (W) and strong (S) generalization on ParticleWorld. Lower is better.
Emb-Im
Emb-Id
Emb-Hyb

IICR (W)
0.58
0.50
0.54

IICR (S)
0.86
0.82
0.85

Table 7.3: Average train and test rewards for speaker policies on ParticleWorld.
MADDPG
MADDPG + Emb-Im
MADDPG + Emb-Id
MADDPG + Emb-Hyb

Train
−11.66
−11.68
−11.68
−11.77

Test
−18.99
−17.75
−17.68
−17.20

particular direction. The final reward, shared across the speaker and listener agents,
is the distance of the listener to the target landmark after a fixed time horizon.
The agent-interaction graph for this environment is bipartite with only cross
edges between speaker and listener agents. Every interaction edge in this graph
corresponds to 1000 rollout episodes where the maximum length of any episode is 25
steps. We pretrain 28 MLP parameterized speaker and listener agent policies. Every
speaker learns through communication with only two different listeners and viceversa, giving an extremely sparse agent-interaction graph. We explicitly encoded
diversity in these speakers and listener agents by masking bits in the communication
channel. In particular, we masked 1 or 2 randomly selected bits for every speaker
agent in the graph to give a total of (71) + (72) = 28 distinct speaker agents. Depending
on the neighboring speaker agents in the agent-interaction graph, the listener agents
also show diversity in the learned policies. The policies are learned using multiagent
deep deterministic policy gradients (MADDPG) [Low+17].
In this environment, the speakers and listeners are tightly coupled. Hence
we vary the setup used previously in the competitive scenario. We wish to learn
embeddings of listeners based on their interactions with speakers. Since the agentinteraction graph is bipartite, we use the embeddings of listener agents to condition
a shared policy network for the respective speaker agents.
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Embedding analysis. For the weak generalization setting, we remove an outgoing
edge from every listener agent in the original graph to obtain the training graph. In
the case of strong generalization, we set aside 7 listener agents (and their outgoing
edges) each for validation and testing while the representation function is learned
on the remaining 14 listener agents and their interactions. The intra-inter clustering ratios are shown in Table 7.2, and the projections of the embeddings learned
using Emb-Hyb are visualized in Figure 7.4c and Figure 7.4d for weak and strong
generalization respectively. In spite of the high degree of sparsity in the training
graph, the intra-inter clustering ratio for the test interaction embeddings is less than
unity suggesting an agent-specific signal. Emb-id works particularly well in this
environment, achieving best results for both weak and strong generalization.
Policy optimization.

Here, we are interested in learning speaker agents that can

communicate more effectively with a much wider range of listeners given knowledge
of their embeddings. Referring back to Figure 7.3, we learn a policy πψ for a speaker
agent that conditions on the representation function f φ for the listener agents. For
cooperative communication, we consider interactions with 14 pre-trained listener
agents split as 6 training, 4 validation, and 4 test agents.4 Similar to the competitive
setting, we compare performance against a baseline speaker agent that does not have
access to any privilege information about the listeners. We summarize the results
for the best validated models during training and 100 interaction episodes per test
listener agent across 5 initializations in Table 7.3. From the results, we observe that
online embedding based methods can generalize better than the baseline methods.
The baseline MADDPG achieves the lowest training error, but fails to generalize
well enough and incurs a low average reward for the test listener agents.
4 None

of the methods considered were able to learn a non-trivial speaker agent when trained
simultaneously with all 28 listener agents. Hence, we simplified the problem by considering the 14
listener agents that attained the best rewards during pretraining.
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7.6 Discussion & Related Work
Agent modeling is a well-studied topic within multiagent systems. See [AS17] for
an excellent survey. The vast majority of literature in agent modeling concerns
with learning models for a specific predictive task. Predictive tasks are typically
defined over actions, goals, and beliefs of other agents [SV00]. In competitive domains such as Poker and Go, such tasks are often integrated with domain-specific
heuristics to model opponents and learn superior policies [RW11; Mni+15]. Similarly, intelligent tutoring systems take into account pedagogical features of students
and teachers to accelerate learning of desired behaviors in a collaborative environment [McC+00]. In contrast, we sidestep any domain specific assumptions and
learn representations in an unsupervised manner which extends their utility beyond
game playing [Mni+15] and predictive modeling [Hos17].
Both the generative and contrastive components of our framework have been
explored independently in other contexts in prior work. Imitation learning has been
extensively studied in the single-agent setting [Osa+18]. Recent work by [LYC17]
proposes an algorithm for imitation in a coordinated multiagent system. [Wan+17b]
proposed an imitation learning algorithm for learning robust controllers with few
expert demonstrations in a single-agent setting that conditions the policy network
on an inference network, similar to the encoder in our framework.
Agent identification which represents the contrastive term in the learning objective is based on triplet losses. Triplet losses are used within Siamese networks
to learn representations of data points using distance comparisons in a feature
space [HA15]. Several other methods also exist for defining positive and negative
examples for contrastive representation learning. For instance, the widely used
word2vec framework for language uses co-occurrence statistics to define similar or
‘‘positive” examples [Mik+13] and has been extended to relational graph domains
as well via random walks [PAS14; GL16]. Recently, contrastive methods have also
been successfully applied for representation learning of sequential data in latent
variable models [OLV18].
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7.7

Conclusion

In this work, we presented a framework for learning representations of agent policies
in multiagent systems. The agent policies are accessed using a few interaction
episodes with other agents. Our learning objective is based on a novel combination
of a generative component based on imitation learning and a contrastive component
for distinguishing the embeddings of different agent policies. Our overall framework
is unsupervised, sample-efficient, and domain-agnostic, and hence can be readily
extended to many environments and downstream tasks. Most importantly, we
showed the role of these embeddings as privileged information for learning more
adaptive agent policies in both collaborative and competitive settings.
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8 Compressed Sensing via Generative Models

8.1

Introduction

Compressed sensing is a class of techniques used to efficiently acquire and recover
high-dimensional data using compressed measurements much fewer than the data
dimensionality. The celebrated results in compressed sensing posit that sparse, highdimensional data points can be acquired using much fewer measurements (roughly
logarithmic) than the data dimensionality [CT05; Don06; CRT06]. The acquisition
is done using certain classes of random matrices and the recovery procedure is
based on LASSO [Tib96; BRT09]. The assumptions of sparsity are fairly general
and can be applied ‘‘out-of-the-box” for many data modalities, e.g., images and
audio are typically sparse in the wavelet and Fourier basis respectively. However,
such sparsity assumptions ignore the statistical nature of many real-world problems,
where we increasingly have access to training datasets for domains of interest.
In this chapter, we design a framework for compressed sensing based on generative modeling that exploits such auxilliary training data to learn the acquisition and
recovery procedures for compressed sensing, thereby sidestepping generic sparsity
assumptions. In particular, we introduce a new autoencoding framework termed as
uncertainty autoencoders (UAE). A UAE parameterizes the acquisition and recovery
procedures for compressed sensing as the encoding and decoding phases of an
110
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autoencoder with stochastic latent variables. The stochastic latents correspond to
the (noisy) compressed measurements for the data point input to the encoder.
The learning objective for a UAE is based on the InfoMax principle, which seeks
to learn encodings that maximize the mutual information between the observed data
points and compressed representations [Lin89]. Since the mutual information is
typically intractable in high-dimensions, we instead maximize tractable variational
lower bounds using a parametric decoder [BA03; Ale+17]. Unlike LASSO-based
recovery, a parametric decoder amortizes the recovery process, which requires only
a forward pass through the decoder at test time and thus enables scalability to large
datasets [GG14; Shu+18].
We show theoretically under suitable assumptions that an uncertainty autoencoder is an implicit generative model of the underlying data distribution [ML16], i.e.,
a UAE permits sampling from the learned data distribution even though it does not
specify an explicit likelihood function. Hence, it directly contrasts with variational
autoencoders (VAE) which specify an explicit but intractable likelihood function
[KW18]. Unlike a VAE, a UAE does not require specifying a prior over the latents and
hence offsets pathologically observed scenarios that cause the latent representations
to be uninformative when used with expressive decoders [Che+17b].
We evaluate UAEs for statistical compressed sensing of high-dimensional datasets.
On the MNIST, Omniglot, and CelebA datasets, we observe average improvements
of 38%, 31%, and 28% in recovery over the closest benchmark. We also demonstrate
that uncertainty autoencoders demonstrate good generalization performance across
domains, where the encoder/decoder trained on a source dataset are transferred
over for compressed sensing of another target dataset.

8.2

Preliminaries

Compressed sensing (CS).

Let the data point and measurements be denoted with

multivariate random variables X ∈ Rn and Y ∈ Rm respectively. For the purpose
of compressed sensing, we assume m < n and relate these variables through a
measurement matrix W ∈ Rm×l and a parameterized acquisition function f ψ :
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Rn → Rl (for any integer l > 0) such that:
y = W f ψ (x) + e

(8.1)

where e is the measurement noise. The goal in compressed sensing is to recover x
given the measurements y. If we let f ψ (·) be the identity function (i.e., f ψ (x) = x
for all x), then we recover a standard system of underdetermined linear equations
where measurements are linear combinations of the data point corrupted by noise.
In all other cases, the acquisition function transforms x such that f ψ (x) is potentially
more amenable for compressed sensing. For instance, f ψ (·) could specify a change
of basis that encourages sparsity, e.g., a Fourier basis for audio. Note that we allow
the codomain of the mapping f ψ (·) to be defined on a higher or lower dimensional
space (i.e., l 6= n in general).
Sparse CS.

To obtain nontrivial solutions to an underdetermined system, X is

assumed to be sparse in some basis B. We are not given any additional information about X. The measurement matrix W is a random Gaussian matrix and the
recovery is done via LASSO [CT05; Don06; CRT06]. LASSO solves for a convex

`1 -minimization problem such that the reconstruction b
x for any data point x is given
as: b
x = arg minx k Bxk1 + λky − Wxk22 where λ > 0 is a tunable hyperparameter.
Statistical CS.

In statistical compressed sensing, we are additionally given access

to a set of signals D , such that each x ∈ D is assumed to be sampled i.i.d. from a
data distribution qdata [YS11]. Using this dataset, we learn the the measurement
matrix W and the acquisition function f ψ (·) in Eq. (8.1).
At test time, we directly observe the measurements ytest that are assumed to
satisfy Eq. (8.1) for a target data point xtest ∼ qdata (X) and the task is to provide
an accurate reconstruction b
xtest . Evaluation is based on the reconstruction error
between xtest and b
xtest . Particularly relevant to this work, we can optionally learn a
recovery function gθ : Rm → Rn to reconstruct x given the measurements y.
This amortized approach is in contrast to standard LASSO-based decoding which
solves an optimization problem for every new data point at test time. If we learned

CHAPTER 8. COMPRESSED SENSING VIA GENERATIVE MODELS

113

the recovery function gθ (·) during training, then b
xtest = gθ (ytest ) and the `2 error
is given by kxtest − gθ (ytest )k2 . Such a recovery process requires only a function
evaluation at test time and permits scaling to large datasets [GG14; Shu+18].
Autoencoders.

An autoencoder is a pair of parameterized functions (e, d) designed

to encode and decode data points. For a standard autoencoder, let e : Rn → Rm
and d : Rm → Rn denote the encoding and decoding functions respectively for an
n-dimensional data point and an m-dimensional latent space. The learning objective
minimizes the `2 reconstruction error over a dataset D :
min

∑

e,d x∈D

kx − d(e(x))k22

(8.2)

where e and d are typically parameterized using deep neural networks.

8.3

Uncertainty Autoencoders

Consider a joint distribution between the signals X and the measurements Y, which
factorizes via chain rule as qφ (X, Y) = qdata (X)qφ (Y|X). Here, qdata (X) is a fixed data
distribution and qφ (Y|X) is a parameterized observation model that depends on
the measurement noise e, as given by Eq. (8.1). For instance, for isotropic Gaussian
noise e with a fixed variance σ2 , we have qφ (Y|X) = N (W f ψ (X), σ2 Im ).
In an uncertainty autoencoder, we wish to learn the parameters φ that permit
efficient and accurate recovery of a signal X using the measurements Y. In order to
do so, we propose to maximize the mutual information between X and Y:
max Iφ (X, Y) =
φ

Z

qφ (x, y) log

qφ (x, y)
dxdy
qdata (x)qφ (y)

= H (X) − Hφ (X|Y)

(8.3)

where H denotes differential entropy. The intuition is simple: if the measurements
preserve maximum information about the signal, we can hope that recovery will have
low reconstruction error. We formalize this intuition by noting that this objective
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is equivalent to maximizing the average log-posterior probability of X given Y. In
fact, in Eq. (8.3), we can omit the term corresponding to the data entropy (since it
is independent of φ) to get the following equivalent objective:
max − Hφ (X|Y) = Eqφ (X,Y) [log qφ (x|y)].

(8.4)

φ

Even though the mutual information is maximized and equals the data entropy
when Y = X, the dimensionality constraints on m  n, the parametric assumptions
on f ψ (·), and the noise model prohibit learning an identity mapping. Note that
the properties of noise e such as the distributional family and sufficient statistics
are externally specified. For example, these could be specified based on properties
of the measurement device for compressed sensing. More generally for unsupervised representation learning, we treat these properties as hyperparameters tuned
based on the reconstruction loss on a held-out set, or any other form of available
supervision. It is not suggested to optimize for these statistics during learning as the
UAE would tend to shrink this noise to zero to maximize mutual information, thus
ignoring measurement uncertainty in the context of compressed sensing and preventing generalization to out-of-distribution examples for representation learning.
Theorem 8.1 analyzes the effect of noise more formally.
Estimating mutual information between arbitrary high dimensional random
variables can be challenging. However, we can lower bound the mutual information
by introducing a variational approximation to the model posterior qφ (X|Y) [BA03].
Denoting this approximation as pθ (X|Y), we get the following lower bound:
Iφ (X, Y) ≥ H (X) + Eqφ (X,Y) [log pθ (x|y)] .

(8.5)

Comparing Eqs. (8.3, 8.4, 8.5), we can see that the second term in Eq. (8.5) approximates the intractable negative conditional entropy, − Hφ (X|Y) with a variational
lower bound. Optimizing this bound leads to a decoding distribution given by
pθ (X|Y) with variational parameters θ. The bound is tight when there is no distortion during recovery, or equivalently when the decoding distribution pθ (X|Y)
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matches the true posterior qφ (X|Y) (i.e., the Bayes optimal decoder).
Formally, the uncertainty autoencoder (UAE) objective is given by:
max Eqφ (X,Y) [log pθ (x|y)] .

(8.6)

θ,φ

In practice, the data distribution qdata (X) is accessible via a finite dataset D . Hence,
expectations with respect to qdata (X) and its gradients are estimated using Monte
Carlo methods. This allows us to express the UAE objective as:
max
θ,φ

∑ Eqφ (Y|x) [log pθ (x|y)] := L(φ, θ; D).

(8.7)

x∈D

Tractable evaluation of the above objective is closely tied to the distributional
assumptions on the noise model. This could be specified externally based on, e.g.,
properties of the sensing device in compressed sensing. For the typical case of an
isotropic Gaussian noise model, we know that qφ (Y|X) = N (W f ψ (X), σ2 Im ) , which
is easy-to-sample. Here, gradient estimation with respect to φ is particularly challenging since these parameters specify the sampling distribution qφ (Y|X). One solution
is to evaluate score function gradient estimates along with control variates [Fu06;
Gly90; Wil92]. Alternatively, many continuous distributions (e.g., the isotropic
Gaussian and Laplace distributions) can be reparameterized such that it is possible to
obtain samples by applying a deterministic transformation to samples from a fixed
distribution and typically leads to low-variance gradient estimates [KW18; RMW14;
Gla13; Sch+15a; Moh+19].

8.3.1

Implicit generative modeling

Starting from an arbitrary point x(0) ∈ Rn , we can use a UAE to define a Markov
chain over X, Y with the following transitions:
y( t ) ∼ q φ (Y |x( t ) ),

(8.8)

x( t +1) ∼ p θ (X | y( t ) ).

(8.9)
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Theorem 8.1. Let θ ∗ , φ∗ denote an optimal solution to the UAE objective in Eq. (8.6). If
there exists a φ such that qφ (x|y) = pθ ∗ (x|y) and the Markov chain defined in Eqs. (8.8,
8.9) is ergodic, then the stationary distribution of the chain for the parameters φ∗ and θ ∗ is
given by qφ∗ (X, Y).
Proof. See Appendix A.2.
The above theorem suggests an interesting insight into the behavior of UAEs.
Under idealized conditions, the learned model specifies an implicit generative model
for qφ∗ (X, Y). Further, ergodicity can be shown to hold for the isotropic Gaussian
noise model.
Corollary 8.1. Let θ ∗ , φ∗ denote an optimal solution to the UAE objective in Eq. (8.6). If
there exists a φ such that qφ (x|y) = pθ ∗ (x|y) and the noise model is Gaussian, then the
stationary distribution of the chain for the parameters φ∗ and θ ∗ is given by qφ∗ (X, Y).
Proof. See Appendix A.3.
The marginal of the joint distribution qφ (X, Y) with respect to X corresponds to
the data distribution. A UAE hence seeks to learn an implicit generative model of
the data distribution [DG84; ML16], i.e., even though we do not have a tractable
estimate for the likelihood of the model, we can generate samples using the Markov
chain transitions defined in Eqs. (8.8, 8.9).

8.3.2 Comparison with Principal Component Analysis
A UAE can also be viewed as a dimensionality reduction technique. While in general
the encoding performing this reduction can be nonlinear, the case of a linear encoding
is one where the projection vectors are given as the rows of the measurement matrix
W. In such a setting, a closely related objective for linear dimensionality reduction is
Principal Component Analysis (PCA) [Pea01]. The objective for PCA is to find the
directions that explain the most variance in the data. As noted in prior work [BA03;
WCF07], the principal components however may not be the the most informative
low-dimensional projections for recovering the original high-dimensional data back
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Figure 8.1: Dimensionality reduction using PCA vs. UAE. Projections of the data
(black points) on the UAE direction (green line) maximize the likelihood of decoding unlike the PCA projection axis (magenta line) which collapses many points
in a narrow region.
from its projections. A UAE, on the other hand, is explicitly designed to preserve as
much information as possible (see Eq. (8.4)).
We illustrate the differences in a synthetic experiment in Figure 8.1. The true
data distribution is an equiweighted mixture of two Gaussians stretched along
orthogonal directions. We sample 100 points (black) from this mixture and consider
two dimensionality reductions. In the first case, we project the data on the first
principal component (blue points on magenta line). This axis captures a large
fraction of the variance in the data but collapses data sampled from the bottom
right Gaussian in a narrow region. The projections of the data on the UAE axis (red
points on green line) are more spread out. This suggest that recovery is easier, even
if doing so increases the total variance in the projected space compared to PCA.
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Empirical Evaluation

8.4.1

Statistical compressed sensing
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We perform compressed sensing on three high-dimensional datasets with a set
of low number of measurements: m ∈ {2, 5, 10, 25, 50, 100} measurements for
MNIST [LCB10] and Omniglot [LST15] with 28 × 28 = 784 dimensions, and
m = {20, 50, 100, 200, 500} for CelebA dataset [Liu+15] with 64 × 64 × 3 = 12288
dimensions. We first discuss the MNIST and Omniglot datasets here since they
have a similar setup. Every image in MNIST and Omniglot has a dimensionality of
28 × 28. In all our experiments, we assume a Gaussian noise model with σ = 0.1.
We evaluated UAE against the following baselines:
• LASSO decoding with random Gaussian matrices. The MNIST and Omniglot
datasets are reasonably sparse in the canonical pixel basis, and hence, we did not
observe any gains after applying Discrete Cosine Transform and Daubechies-1
Wavelet Transform.
• CS-VAE. This approach to compressed sensing was proposed by [Bor+17] and
learns a latent variable generative model over the observed variables X and the
latent variables Z. Such a model defines a mapping Gθ : Rk → Rn from Z to
X, which is given by either the mean function of the observation model for a
VAE or the forward deterministic mapping to generate samples for a GAN. We
use VAEs in our experiments. Thereafter, using a random Gaussian or Bernoulli
acquisition matrix (say W), the reconstruction b
x for any data point is given as
b
x = Gθ (arg minz∈Rk ky − WGθ (z)k2 ). Intuitively, this procedure seeks the latent
vector z such that the corresponding point on the range of G can best approximate
the measurements y under the mapping W. We used the default parameter
settings and architectures proposed in [Bor+17].
• RP-UAE. This ablation baseline encodes the data using Gaussian random projections (RP) and trains the decoder based on the UAE objective in order to
independently evaluate the effect of variational decoding. Since LASSO and

CHAPTER 8. COMPRESSED SENSING VIA GENERATIVE MODELS

119

CS-VAE both use an RP encoding, the differences in performance would arise
only due to the decoding procedures.
The UAE decoder and the CS-VAE encoder/decoder are multi-layer perceptrons
consisting of two hidden layers with 500 units each. For a fair comparison with
random Gaussian matrices, the UAE encoder is linear (i.e., φ = W). Further, we perform `2 regularization on the norm of W. This helps in generalization to test signals
outside the train set and is equivalent to solving the Lagrangian of a constrained
UAE objective:
max Eqφ (X,Y) [log pθ (x|y)] subject to kW k F ≤ k.
θ,φ

The Lagrangian parameter is chosen by line search on the above objective. The
constraint ensures that UAE does not learn encodings W that trivially scale the
measurement matrix to overcome noise. For each m, we choose k to be the expected
norm of a random Gaussian matrix of dimensions n × m for fair comparisons with
other baselines. In practice, the norm of the learned W for a UAE is much smaller
than those of random Gaussian matrices suggesting that the observed performance
improvements are non-trivial.
Results.

The `2 reconstruction errors on the standard test sets are shown in Fig-

ure 8.2 (a-b). For both datasets, we observe that UAE drastically outperforms both
LASSO and CS-VAE for all values of m considered. LASSO (blue curves) is unable to reconstruct with such few measurements. The CS-VAE (red) error decays
much more slowly compared to UAE as m grows. Even the RP-UAE baseline (yellow), which trains the decoder keeping the encoding fixed to a random projection,
outperforms CS-VAE. Jointly training the encoder and the decoder using the UAE
objective (green) exhibits the best performance. These results are also reflected
qualitatively for the reconstructed test signals shown in Figure 8.2 (c-d) for m = 25
measurements.
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Figure 8.2: (a-b) Test `2 reconstruction error (per image) for compressed sensing.
(c-d) Reconstructions for m = 25. First: Original. Second: LASSO. Third: CS-VAE.
Last: UAE. 25 projections of the data are sufficient for UAE to reconstruct the original
image with high accuracy.

CHAPTER 8. COMPRESSED SENSING VIA GENERATIVE MODELS

121

l2 reconstruction error

60

50

LASSO (DCT)
LASSO (Wavelet)
DCGAN
UAE

40

30

20
0

100

200

300

400

500

num measurements

UAE

DCGAN

LASSO-WAVELET LASSO-DCT

Original

(a)

(b)

Figure 8.3: (a) Test `2 reconstruction error (per image) for compressed sensing
on CelebA. (b) Reconstructions for m = 50 on the CelebA dataset. First: Target.
Second: LASSO-DCT. Third: LASSO-Wavelet. Fourth: DCGAN. Last: UAE.
CelebA. For the CelebA dataset, the dimensions of the images are 64 × 64 × 3
and σ = 0.01. The naive pixel basis does not augur well for compressed sensing on
such high-dimensional RGB datasets. Following [Bor+17], we experimented with
the Discrete Cosine Transform (DCT) and Wavelet basis for the LASSO baseline.
Further, we used the DCGAN architecture [RMC15] combined with [Bor+17] as our
main baseline. For the UAE approach, we used additional convolutional layers in
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the encoder to learn a 256 dimensional feature space for the image before projecting
it down to m dimensions.
The results are shown in Figure 8.3 (a). While the performance of DCGAN is
comparable with that of UAE for m = 500, UAE outperforms DCGAN significantly
when m is low. The LASSO baselines do not perform well, consistent with the observations made for the experiments on the MNIST and Omniglot datasets. Qualitative
evaluations are shown in Figure 8.3 (b) for m = 50 measurements.

8.4.2

Transfer compressed sensing

To test the generalization of the learned models to similar, unseen datasets, we
consider the task of transfer compressed sensing task introduced in [DGE18].
Experimental setup.

We train the models on a source domain that is related to

a target domain. Since the dimensions of MNIST and Omniglot images match,
transferring from one domain to another requires no additional processing. For
UAE, we consider two variants. In UAE-SE, we used the encodings from the source
domain and retrain the decoder on the target domain. For UAE-SD, we use source
decoder and retrain the encoder on the target domain.
Results.

The `2 reconstruction errors are shown in Figure 8.4 (a-b). LASSO (blue

curves) does not involve any learning, and hence its performance is same as Figure 8.2 (a-b). The CS-VAE (red) performance degrades significantly in comparison,
even performing worse than LASSO in some cases. The UAE based methods outperform these approaches and UAE-SE (green) fares better than UAE-SD (yellow).
Qualitative differences are highlighted in Figure 8.4 (c-d) for m = 25 measurements.

8.4.3

Dimensionality reduction

Dimensionality reduction is a common preprocessing technique for specifying features for classification. We compare PCA and UAE on this task. For UAE decodings,
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Figure 8.4: (a-b) Test `2 reconstruction error (per image) for transfer compressed
sensing. (c-d) Reconstructions for m = 25. Top: Target. Second: CS-VAE. Third:
UAE-SD. Last: UAE-SE.
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we set the noise as a hyperparameter based on a validation set to enable out-ofsample generalization.
Setup.

We learn the principal components and UAE projections on the MNIST

training set for varying number of dimensions. We then learn classifiers based
on the these projections. Again, we use a linear encoder for the UAE for a fair
evaluation. Since the inductive biases vary across different classifiers, we considered
8 commonly used classifiers: k-Nearest Neighbors (kNN), Decision Trees (DT),
Random Forests (RF), Multilayer Perceptron (MLP), AdaBoost (AdaB), Gaussian
Naive Bayes (NB), Quadratic Discriminant Analysis (QDA), and Support Vector
Machines (SVM) with a linear kernel.
Table 8.1: PCA vs. UAE. Average test classification accuracy for the MNIST dataset.
Dimensions

Method

kNN

DT

RF

MLP

AdaB

NB

QDA

SVM

2

PCA
UAE

0.4078
0.4644

0.4283
0.5085

0.4484
0.5341

0.4695
0.5437

0.4002
0.4248

0.4455
0.5226

0.4576
0.5316

0.4503
0.5256

5

PCA
UAE

0.7291
0.8115

0.5640
0.6331

0.6257
0.7094

0.7475
0.8262

0.5570
0.6164

0.6587
0.7286

0.7321
0.7961

0.7102
0.7873

10

PCA
UAE

0.9257
0.9323

0.6354
0.5583

0.6956
0.7362

0.9006
0.9258

0.7025
0.7165

0.7789
0.7895

0.8918
0.9098

0.8440
0.8753

25

PCA
UAE

0.9734
0.9730

0.6382
0.5407

0.6889
0.7022

0.9521
0.9614

0.7234
0.7398

0.8635
0.8306

0.9572
0.9580

0.9194
0.9218

50

PCA
UAE

0.9751
0.9754

0.6381
0.5424

0.6059
0.6765

0.9580
0.9597

0.7390
0.7330

0.8786
0.8579

0.9632
0.9638

0.9376
0.9384

100

PCA
UAE

0.9734
0.9731

0.6380
0.6446

0.4040
0.6241

0.9584
0.9597

0.7136
0.7170

0.8763
0.8809

0.9570
0.9595

0.9428
0.9431

Results.

The performance of the PCA and UAE feature representations for different

number of dimensions is shown in Table 8.1. We find that UAE outperforms PCA in
a majority of the cases. Further, this trend is largely consistent across classifiers. The
improvements are especially high when the number of dimensions is low, suggesting
the benefits of UAE as a dimensionality reduction technique for classification.
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Discussion & Related Work

In this section, we contrast uncertainty autoencoders with related works in autoencoding, compressed sensing, and mutual information maximization.
Autoencoders.

To contrast uncertainty autoencoders with other commonly used

autoencoding schemes, consider a UAE with a Gaussian observation model and
fixed isotropic covariance for the decoder. The UAE objective can be simplified as:
h
i
min Ex,y∼qφ (X,Y) kx − gθ (y)k22
θ,φ

If we assume no measurement noise (i.e., e = 0) and assume the observation
model pθ (X|Y) to be a Gaussian with mean gθ (Y) and a fixed isotropic Σ, then the
UAE objective reduces to minimizing the mean squared error between the true and
recovered data point:
h
i
min Ex∼qdata (X) kx − gθ (W f ψ (x))k22

θ,W,ψ

This special case of a UAE corresponds to a standard autoencoder [Ben+09] where
the measurements Y signify a hidden representation for X. However, this case
lacks the interpretation of an implicit generative model since the assumptions of
Theorem 8.1 do not hold.
Denoising autoencoders.

A DAE [Vin+08] adds noise at the level of the input

data point X to learn robust representations. For a UAE, the noise model is defined
at the level of the compressed measurements. Again, with the assumptions of a
Gaussian decoder, the DAE objective can be expressed as:
h
i
min Ex∼qdata (X),x̃∼C(X̃|x) kx − gθ (W f ψ (x̃))k22

θ,W,ψ

where C (·|X) is some predefined noise corruption model. Similar to Theorem 8.1, a
DAE also learns an implicit model of the data distribution [Ben+13; AB14].
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A VAE [KW18; RMW14] explicitly learns a latent vari-

able model pθ (X, Y) for the dataset. The learning objective is a variational lower
bound to the marginal log-likelihood assigned by the model to the data X, which
notationally corresponds to Eqdata (X) [log pθ (x)]. The variational objective that maximizes this quantity can be simplified as:
h
i


min Ex,y∼qφ (X,Y) kx − gθ (y)k22 + Ex∼qdata (X) DKL (qφ (y|x), pθ (y))
θ,φ

The learning objective includes a reconstruction error term, akin to the UAE
objective. Crucially, it also includes a regularization term to minimize the KL
divergence between the variational posterior and the prior over the latents. On
the other hand, a UAE does not explicitly need to model the prior distribution over
the latents. On the downside, a VAE can perform efficient ancestral sampling while
a UAE requires running relatively expensive Markov Chains to obtain samples.
Recent works have attempted to unify the variants of variational autoencoders
through the lens of mutual information [Ale+18; ZSE18; Che+17b]. These works
also highlight scenarios where the VAE can learn to ignore the latent code in the
presence of a strong decoder thereby affecting the reconstructions to attain a lower
KL loss. One particular variant, the β-VAE, weighs the additional KL regularization
term with a positive factor β and can effectively learn disentangled representations [Hig+16; ZSE19]. Although [Hig+16] does not consider this case, the UAE
can be seen as a β-VAE with β = 0.
To summarize, our UAE formulation provides a combination of unique desirable
properties for representation learning that are absent in prior autoencoders. As
discussed, a UAE defines an implicit generative model without specifying a prior
(Theorem 8.1) even under realistic conditions (Corollary 8.1; unlike DAEs).
Generative modeling and compressed sensing.

The related work of [Bor+17]

first propose to use generative models for compressed sensing. As described in
Section 8.4, the goal here is to recover signals that lie on the range of a pretrained
generative model. [DGE18] further extend this approach to allow for recovery of
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signals which lie on or close to the range of the generative model, thereby guranteeing exact recovery in the limit of the number of measurements matching the data
dimensionality. Similar to [Bor+17], a UAE learns a data distribution. However,
in doing so, it additionally learns an acquisition/encoding function and a recovery/decoding function, unlike [Bor+17; DGE18] which rely on generic random
matrices and `2 decoding. The cost of implicit learning in a UAE is that some of its
inference capabilities, such as likelihood evaluation and sampling, are intractable or
require running Markov chains. However, these inference queries are orthogonal to
compressed sensing. Finally, our decoding is amortized and scales to large datasets,
unlike [Bor+17; DGE18] which solve an independent optimization problem for each
test data point.
Mutual information maximization.

The principle of mutual information maxi-

mization, often referred to as InfoMax in prior work, was first proposed for learning
encodings for communication over a noisy channel [Lin89]. The InfoMax objective
has also been applied for statistical compressed sensing for learning both linear
and non-linear encodings [WCF07; Car+12; Wan+14]. Our work differs from these
existing frameworks in two fundamental ways. First, we optimize for a tractable
variational lower bound to the MI that which allows our method to scale to highdimensional data. Second, we learn an amortized [GG14; Shu+18] decoder in
addition to the encoder that sidesteps expensive, per-example optimization for the
test data points.
Further, we improve upon the IM algorithm proposed originally for variational
information maximization [BA03]. While the IM algorithm proposes to optimize the
lower bound on the mutual information in alternating ‘‘wake-sleep’’ phases for optimizing the encoder (‘‘wake”) and decoder (‘‘sleep”) analogous to the expectationmaximization procedure used in [WCF07], we optimize the encoder and decoder
jointly using a single consistent objective leveraging recent advancements in gradient
based variational stochastic optimization.
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8.6 Conclusion
We presented uncertainty autoencoders (UAE), a framework for unsupervised representation learning via variational maximization of mutual information between
an input signal and its latent representation. We showed formally that UAE learns
an implicit generative model of the underlying data distribution. Empirically, we
showed that UAEs are a natural candidate for statistical and transfer compressed
sensing and outperforms competing approaches for sensing high-dimensional images in practice. In a recent follow-up work, we extend the UAE framework for
learning discrete latent representations [Cho+19].
In the future, it would be interesting to incorporate advancements in compressed
sensing based on complex neural network architectures [MPB15; Kul+16; Ric+17;
Lu+18; Van+18] within the UAE framework. Unlike the rich theory surrounding
the compressed sensing of sparse signals, a similar theory surrounding generative
model-based priors on the signal distribution is lacking. Recent works have made
promising progress in developing a theory of SGD based recovery methods for
nonconvex inverse problems [Bor+17; HV18; DGE18; Liu+18b], which continues to
be an exciting direction for future work.

9

Multi-Fidelity Optimal Experimental Design: A Case Study in Battery Fast Charging

9.1

Introduction

Simultaneously optimizing many design parameters for time-consuming experiments bottlenecks a broad range of scientific and engineering disciplines [Tab+18;
But+18]. One such example is process and control optimization for lithium-ion
batteries during materials selection, cell manufacturing, and operation. A common objective is to maximize lifetime, but conducting even a single experiment to
evaluate the lifetime of a battery can take months to years [Bau+14; KJ16; Sev+19]
and requires many replicate samples due to the large parameter spaces and high
sampling variability [Bau+14; Sch+15b; HHL17]. Hence, the key challenge is to
reduce both the number and the duration of required experiments.
Optimal experimental design (OED) approaches are widely used to reduce the
cost of experimental optimization. These approaches often involve a closed-loop
pipeline where feedback from completed experiments informs subsequent experimental decisions, balancing the competing demands of exploration, i.e., testing
regions of the experimental parameter space with high uncertainty, and exploitation,
i.e., testing promising regions based on the results of the completed experiments.
129

CHAPTER 9. MULTI-FIDELITY OPTIMAL EXPERIMENTAL DESIGN

130

OED algorithms have been successfully applied to physical science domains such as
materials science [Tab+18; But+18; Nik+16; Lin+17], chemistry [Béd+18; Gra+18],
biology [Kin+09], and drug discovery [Sch18], as well as to computer science domains such as hyperparameter optimization for machine learning [DSH15; Kle+17].
However, while a closed-loop approach is designed to minimize the number of
experiments required for optimizing across a multidimensional parameter space,
the time (and/or cost) per experiment may remain high, as is the case for lithium-ion
batteries (LIB). Therefore, an OED approach should account for both the number of
experiments and the cost per experiment.
Multi-fidelity OED approaches have been developed to learn from both inexpensive, noisy signals and expensive, accurate signals in certain domains. For
example, in hyperparameter optimization for machine learning algorithms, several domain-specific low-fidelity signals for predicting the final performance of an
algorithmic configuration are used in tandem with more complete configuration
evaluations [HHL11], e.g., extrapolated learning curves [DSH15; Kle+17], rapid
testing on a subset of the full training dataset [Pet00; Li+17]. For LIBs, classical
methods such as factorial design that use predetermined heuristics to select experiments have been applied [LLW09; LHL11; Sch+18], but the design and use of
low-fidelity signals is challenging and unexplored.
In this chapter, we develop a multi-fidelity closed-loop optimization (CLO)
methodology for efficient optimization over large parameter spaces with expensive
experiments and high sampling variability. We experimentally employ this system to
optimize fast charging protocols for LIBs; reducing charging time to approach gasoline refueling time is critical to reduce range anxiety for electric vehicles [Ahm+17;
LZC19] but often comes at the expense of battery lifetime. Specifically, we optimize
over a parameter space consisting of 224 unique six-step, 10-minute fast-charging
protocols (i.e., how current and voltage are controlled during charging) to find
charging protocols with high cycle life, defined as the battery capacity falling to 80%
of its nominal value. Our system uses two key elements to reduce the optimization
cost. First, we reduce the time per experiment by using a probabilistic model to
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predict the outcome of the experiment based on data from early cycles, well before the batteries reach the end of life [Sev+19]. Second, we reduce the number
of experiments by using a Bayesian optimization (BO) algorithm to balance the
exploration-exploitation trade-off in choosing the next round of experiments [HSF14;
Gro+18b].
Testing a single battery to failure under our fast-charging conditions requires approximately 40 days. For example, when 48 experiments are performed in parallel,
assessing all 224 charging protocols with triplicate measurements takes approximately 560 days. Here, using CLO with early outcome prediction, only 16 days were
required to confidently identify protocols with high cycle lives (48 parallel experiments). In a subsequent validation study, we find that CLO ranks these protocols
by lifetime accurately (Kendall rank correlation coefficient = 0.83) and efficiently
(15x less time than a baseline brute-force approach). Furthermore, we find that the
charging protocols identified as optimal by CLO with early prediction outperform
existing fast-charging protocols designed to avoid lithium plating, the approach
suggested by conventional battery wisdom [KJ16; Ahm+17; LZC19; Sch+18].

9.2 Preliminaries
Let X denote the space of fast charging protocols and f : X → R denote the
(unknown) function that relates a charging protocol x ∈ X to the observed lifetime
of a battery y as:
y = f (x) + e

(9.1)

where e is some measurement noise, e.g., due to manufacturing variability. We
do not know f but we can query its noisy lifetime value y by conducting battery
charging experiments. Our goal is to find the protocol x∗ ∈ X with the highest
expected lifetime:
x∗ = arg max f (x)
x∈X

(9.2)
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There are two primary challenges in inferring x∗ via ‘‘black-box” optimization that
only allows query access to f : (a) the protocol space X could be very large to
permit systematic exploration, and (b) measurement noise can be very high which
would require repeated querying (exploitation) to estimate expected lifetime of any
candidate protocol. In addition, a third challenge for battery optimization is that
evaluating the function f for any protocol x involves time-consuming real-world
experimentation.
The first two challenges involve a trade-off in exploration and exploitation. A
popular class of techniques for navigating this trade-off is based on Bayesian optimization [Sha+15]. Bayesian optimization can be seen as a wrapper around any base
probabilistic regression model, e.g., Gaussian processes, Bayesian neural networks,
etc. The key idea in Bayesian optimization is to query the black-box function at
points that best optimize an acquisition function derived from the predictions of the
base regression model. For example, we use upper-confidence bounds (UCB) as
the choice of the acquisition function in this chapter, which is given as:
UCB(x) = µ(x) ± σ(x)

(9.3)

where µ(x) and σ (x) are the mean and uncertainty (std) prediction for x given by
the base regression model. Other acquisition functions are also possible and our
key contributions in this chapter are agnostic to this choice; we refer the interested
reader to [Fra18] for a recent survey. Intuitively, the UCB score is high for points
with high uncertainty (i.e., high σ) and high mean (i.e., high µ). Initially, the base
model is random (or trained on offline data). Thereafter, we select the point x̃ with
the highest UCB scores for experimentation. The results of those experiment gives
another training point ( x̃, ỹ), which is then used to retrain the base regression model.
The whole process is repeated until the experimentation budget is exhausted.
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Figure 9.1: Schematic of our closed-loop optimization (CLO) system. First, batteries
are tested. The cycling data from the first 100 cycles, specifically electrochemical
measurements such as voltage and capacity, are used as input for early outcome
prediction of cycle life. These cycle life predictions are subsequently sent to a
Bayesian optimization (BO) algorithm, which recommends the next protocols to
test by balancing the competing demands of exploration (testing protocols with
high uncertainty in estimated cycle life) and exploitation (testing protocols with
high estimated cycle life). This process iterates until the testing budget is exhausted.

9.3

Closed-Loop Optimization With Early Prediction

CLO with early outcome prediction is depicted schematically in Figure 9.1. The
system consists of three components: parallel battery cycling, an early predictor for
cycle life, and a Bayesian optimization (BO) algorithm. At each sequential round,
we iterate over these three components. The first component is a multi-channel
battery cycler; the cycler used in this work tests 48 batteries simultaneously. Before
starting CLO, the charging protocols for the first round of 48 batteries are chosen
at random (without replacement) from the complete set of 224 unique multistep
protocols. Each battery undergoes repeated charging and discharging for 100 cycles
(∼4 days; average predicted cycle life = 905 cycles), beyond which the experiments
are terminated.
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This cycling data is then fed as input to the early outcome predictor, which
estimates the final cycle lives of the batteries given data from the first 100 cycles.
The early predictor is a linear model trained via elastic net regression on features
extracted from the charging data of the first 100 cycles, similar to that presented in
[Sev+19]. Predictive features include transformations of both differences between
voltage curves and discharge capacity fade trends. To train the early predictor, we
require a training dataset of batteries cycled to failure. Here, we used a pre-existing
dataset of 41 batteries cycled to failure (cross-validation root mean squared error
= 80.4 cycles). While obtaining this dataset itself requires running full cycling
experiments for a small training set of batteries (the cost we are trying to offset),
this one-time cost could be avoided if pretrained predictors or previously collected
datasets are available. If unavailable, we pay an upfront cost in collecting this
dataset; this dataset could also be used for warm-starting the BO algorithm. The
size of the dataset collected should best trade-off the upfront cost in acquiring the
dataset to train an accurate model with the anticipated reduction in experimentation
requirements for CLO.
Finally, these predicted cycle lives from early-cycle data are fed into the BO
algorithm, which recommends the next round of 48 charging protocols that best
balance the exploration-exploitation trade-off. This algorithm is presented in detail
in the full version of the companion paper [Att+20] and builds on the prior work of
[HA15] and [Gro+18b]. The algorithm maintains an estimate of both the average
cycle life and the uncertainty bounds for each protocol; these estimates are initially
equal for all protocols and are refined as additional data are collected. Crucially,
to reduce the total optimization cost, our algorithm performs these updates using
estimates from the early outcome predictor instead of using the actual cycle lives.
The mean and uncertainty estimates for the cycle lives are obtained via a Gaussian
Process, which has a smoothing effect and allows for updating the cycle life estimates
of untested protocols with the predictions from related protocols. The closed-loop
process repeats until the optimization budget, in our case 192 batteries tested (100
cycles each), is exhausted.
Our objective is to find the charging protocol which maximizes the expected
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Figure 9.2: Structure of our 10-minute, six-step fast-charging protocols. (a) Current
vs. SOC for an example charging protocol, 7.0C–4.8C–5.2C–3.45C (bold lines).
Each charging protocol is defined by five constant current (“CC”) steps followed by
one constant voltage (“CV”) step. The last two steps (CC5 and CV1) are identical
for all charging protocols. We optimize over the first four constant-current steps,
denoted CC1, CC2, CC3, and CC4. Each of these steps comprises a 20% SOC
window, such that CC1 ranges from 0–20% SOC, CC2 ranges from 20–40% SOC,
etc. CC4 is constrained by specifying that all protocols charge in the same total time
(10 minutes) from 0% to 80% SOC. Thus, our parameter space consists of unique
combinations of the three free parameters CC1, CC2, and CC3. For each step, we
specify a range of acceptable values; the upper limit is monotonically decreasing
with increasing SOC to avoid the upper cutoff potential (3.6 V for all steps). (b)
CC4 (color) as a function of CC1, CC2, and CC3 (x, y, and z axes, respectively).
Each point represents a unique charging protocol.
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battery cycle life for a fixed charging time (10 minutes) and state-of-charge (SOC)
range (0 to 80%). The design space of our 224 six-step extreme fast-charging protocols is presented in Figure 9.2a. Multistep charging protocols, in which a series of
different constant-current steps are applied within a single charge, are considered
advantageous over single-step charging for maximizing cycle life during fast charging [KJ16; Ahm+17] though the optimal combination remains unclear. As shown
in Figure 9.2b, each protocol is specified by three independent parameters (CC1,
CC2, and CC3); each parameter is a current applied over a fixed SOC range (0-20,
20-40 and 40-60%, respectively). A fourth parameter, CC4, is dependent on CC1,
CC2, CC3, and the charging time. Given constraints on the current values, a total of
224 charging protocols are permitted.
We test commercial lithium iron phosphate (LFP)/graphite cylindrical batteries
(A123 Systems) in a convective environmental chamber (30°C ambient temperature).
A maximum voltage of 3.6 V is imposed. These batteries are designed to fast-charge
in 17 minutes. The cycle life decreases dramatically with faster charging time. Since
the LFP positive electrode is generally considered stable under fast charging [KJ16;
Sev+19], we select this battery chemistry to isolate the effects of extreme fast charging
on graphite, which is universally employed in LIBs.

9.4

Empirical Evaluation

In all, we ran four CLO rounds sequentially, consisting of 185 batteries in total (excluding seven batteries, Methods). Using early prediction, each CLO round requires
four days to complete 100 cycles, resulting in a total testing time of sixteen days—a
significant reduction from the 560 days required to test each charging protocol to
failure three times. Figure 9.3presents the predictions and selected protocols as well
as the evolution of cycle life estimates over the parameter space as the optimization
progresses (Figure 9.4). Initially, the estimated cycle lives for all protocols are equal.
After two rounds, the overall structure of the parameter space (i.e., the dependence
of cycle life on charging protocol parameters CC1, CC2, and CC3) emerges, and a
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Figure 9.3: Early cycle life predictions per round. The tested charging protocols
and the resulting predictions are plotted for rounds 1–4. Each point represents a
charging protocol, defined by CC1, CC2, and CC3 (x, y, and z axes, respectively).
The color represents cycle life predictions from the early outcome prediction model.
The charging protocols in the first round of testing are randomly selected. As BO
shifts from exploration to exploitation, the charging protocols selected for testing by
the closed loop in subsequent rounds are primarily in the high-performing region.

Figure 9.4: Evolution of the parameter space per round. The color represents cycle
life as estimated by BO. The initial cycle life estimates are equivalent for all protocols;
as more predictions are generated, BO updates its cycle life estimates.
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prominent region with high cycle life protocols has been identified. CLO’s confidence in this high-performing region is further improved from round 2 to round 4,
but overall the cycle life estimates do not change significantly.
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Figure 9.5: (a) Distribution of the number of repetitions for each charging protocol. Only 46 of 224 protocols (21%) are tested multiple times. (b) Current vs.
SOC for the top three fast-charging protocols as estimated by CLO. CC1–CC4 are
displayed in the legend. All three protocols have relatively uniform charging (i.e.,
CC1≈CC2≈CC3≈CC4).
By learning and exploiting the structure of the parameter space, we avoid evaluating charging protocols with low estimated cycle life and concentrate more resources
on the high-performing region. Specifically, 117 of 224 protocols are never tested
(Figure 9.5a); we spend 67% of the batteries testing 21% of the protocols (0.83
batteries per protocol on average). CLO repeatedly tests several protocols with high
estimated cycle life to decrease uncertainties due to manufacturing variability and
the error introduced by early outcome prediction. The uncertainty is expressed as
the prediction intervals of the posterior predictive distribution over cycle life.
To the best of the our knowledge, this work presents the largest known map of
cycle life as a function of charging conditions. This dataset can be used to validate
physics-based models of battery degradation. Most fast-charging protocols proposed in the battery literature suggest that current steps decreasing monotonically as
a function of SOC are optimal to avoid lithium plating on graphite, a well-accepted
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degradation mode during fast charging [KJ16; Ahm+17; LZC19; Sch+18]. In contrast, the protocols identified as optimal by CLO (e.g., Figure 9.5b) are generally
similar to single-step constant-current charging (i.e., CC1≈CC2≈CC3≈CC4). Specifically, of the 75 protocols with the highest estimated cycle lives, only ten are monotonically decreasing (i.e., CC(i) ≥ CC(i+1) for all i) and two are strictly decreasing (i.e.,
CC(i) > CC(i+1)). We speculate that minimizing parasitic reactions caused by heat
generation may be the operative optimization strategy for these cells, as opposed
to minimizing the propensity for lithium plating. While the optimal protocol for a
new scenario would depend on the selected charge time, SOC window, temperature
control conditions, and battery chemistry, this unexpected result highlights the need
for data-driven approaches for optimizing fast charging.
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Figure 9.6: Discharge capacity vs. cycle number for all batteries in the validation
experiment. See Figure 9.7 for the color scheme legend.
We validate the performance of CLO with early prediction on a subset of nine
extreme fast-charging protocols. For each of these protocols, we cycle five batteries
each to failure and use the sample average of the final cycle lives as an estimate
of the true lifetimes. We use this validation study to (a) confirm that CLO is able
to correctly rank protocols based on cycle life, and (b) compare the cycle lives of
protocols recommended by CLO to protocols inspired by the battery literature.
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Figure 9.7: (a) Comparison of early-predicted cycle lives from validation to closedloop estimates, averaged on a protocol basis. Each 10-minute charging protocol is
tested with five batteries. Error bars represent the 95% confidence intervals. (b)
Observed vs. early-predicted cycle life for the validation experiment. While our
early predictor appears biased, likely due to calendar aging effects, the trend is
correctly captured (Pearson correlation coefficient r = 0.86). (c) Final cycle lives
from validation, sorted by CLO ranking. The length of each bar and the annotations
represents the mean final cycle life from validation per protocol. Error bars represent
the 95% confidence intervals.
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The charging protocols used in validation, some of which are inspired by existing
battery fast charging literature, span the range of estimated cycle lives. We adjust
the voltage limits and charging times of these literature protocols to match our
protocols, while maintaining similar current ratios as a function of SOC. While the
literature protocols used in these validation experiments are generally designed for
batteries with high-voltage positive electrode chemistries, fast-charging optimization
strategies generally focus on the graphitic negative electrode [KJ16; Ahm+17]. For
these nine protocols, we validate the ‘‘CLO-estimated” cycle lives against the sample
average of the five final cycle lives. The discharge capacity fade curves (Figure 9.6)
exhibit the nonlinear decay typical of fast charging [Sev+19; HHL17].
Next, we discuss the results for the validation study. If we apply our early
prediction model to the batteries in the validation experiment, these early predictions
(averaged over each protocol) match the CLO-estimated mean cycle lives well
(Pearson correlation coefficient r = 0.93; Figure 9.7a). This result validates the
performance of the BO component of CLO in particular, since the CLO-estimated
cycle lives were inferred from early predictions.
However, our early prediction model exhibits some bias (Figure 9.7b), likely
due to calendar aging effects from different battery storage times [Kei+16]. Despite
this bias in our predictive model, we generally capture the ranking well (Kendall
rank correlation coefficient = 0.83, Figure 9.7c). At the same time, we note that the
final cycle lives for the top-ranked protocols are similar. Furthermore, the optimal
protocols identified by CLO outperform protocols inspired by previously published
fast-charging protocols (895 vs. 728 cycles on average). This result suggests that the
efficiency of our approach does not come at the expense of accuracy. A procedure
that does not use early outcome prediction and simply selects protocols to randomly
test begins to saturate to a competitive performance level after ∼7,700 batteryhours of testing. To achieve a similar level of performance, CLO requires only 500
battery-hours of testing.
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Discussion & Related Work

The underlying optimal experimental design problem we seek to address is an
instance of multi-fidelity black-box optimization. These methods are especially
useful when a single function evaluation can itself be very expensive (in terms of
time or resources) but it is easy to obtain noisy, low-fidelity signals.
The canonical use case considered in prior work is that of hyperparameter optimization for machine learning algorithms. Here, the goal is to find the optimal
configuration of hyperparameters for learning a model on a target dataset. Prominent examples of low-fidelity signals include (a) early prediction of learning curves
(e.g., [DSH15]) and (b) testing a hyperparameter configuration on a subset of the
data (e.g., [Pet00]). Multi-fidelity approaches (e.g., [Van04; KPB15; SST15; Spa+15])
use one or more of these low-fidelity signals for dynamically selecting which hyperparameter configuration to test next, e.g., successive halving routines [KKS13] such
as Hyperband [Li+17], which periodically removes half of the worst performing
configurations. We provide details on methods that predict learning curves, since
that form of fidelity signal is similar to the one we consider. We further refer the
reader to Section 1.4 in [HKV19] for an excellent and comprehensive survey on
multi-fidelity black box optimization.
A learning curve tracks the performance of a machine learning algorithm (as
measured via a suitable metric such as classification accuracy on a validation dataset)
as a function of training time (as measured via number of iterations, gradient
updates, etc.). These curves are typically increasing functions, and the performance
metric saturates over time. Since observing the asymptote of a learning curve for any
single hyperparameter configuration can be expensive, [DSH15] proposed to predict
a learning curve after training the model only for a small number of iterations. The
goal is to terminate the training procedure early if the asymptotic performance on
a validation set is unlikely to beat the validation performance of the best known
hyperparameter configuration so far.
The predictor is parameterized using a mixture of functional forms (e.g., Weibull,
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vapor pressure, etc.) that have similar characteristics as learning curves (i.e., increasing and saturating with respect to the performance metric). Using standard Bayesian
inference over the unknown parameters, the probability that the performance of
the algorithm at a future iteration will exceed the best known performance so far
can be estimated. Such estimates are then used within a downstream black-box
optimization routine such as SMAC [HHL11] or Tree Parzen Estimator [Hut+14]
for the purpose of deciding whether to terminate training of a given hyperparameter configuration and utilize the remaining budget for testing other candidate
hyperparameter configurations. [Kle+17] extend this approach via Bayesian neural
networks to utilize additional data from past runs of related hyperparameter configurations. This permits learning more accurate predictors without having to observe
a substantial portion of the learning curve.
To draw an analogy with the current case study, we were interested in predicting
the cycle life at which the capacity of a charging protocol drops to a predefined
value (80% of initial capacity, or 0.88 Ah), see e.g., Figure 9.6. In contrast to typical
shapes of learning curves, (a) the capacity is decreasing as a function of cycle life
and (b) the cycle life saturates with respect to the capacity. That is, the capacity
decreases slowly in the beginning until it hits a transition point. Beyond this point,
the capacity quickly drops to 0.88 Ah. This transition point is unknown and occurs
close to the final cycle life. As a result, predicting the final cycle life is challenging
without having substantially cycled the battery to observe the transition point. Doing
so however will defeat the purpose of terminating experiments early for efficient
closed-loop optimization.
We overcome this challenge by training our early predictor to use both information from prior capacity curves as well as additional features at every time step (e.g.,
voltage and capacity). This method allows for highly accurate predictions only after
the first 100 cycles. In the future, it would be interesting to deploy CLO pipelines
where the time instant for termination is dynamically decided based on the uncertainty of the early predictor. If the uncertainty is relatively high, the experiment is
run longer whereas the low uncertainty experiments can potentially be terminated
much before even 100 cycles of charging.
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9.6 Conclusion
In summary, we have successfully accelerated the optimization of extreme fast charging for lithium-ion batteries using closed-loop optimization with early outcome
prediction. This method could extend to other fast-charging design spaces, such as
pulsed [Sch+18; Kei+16] and constant-power [Ahm+17] charging, as well as other
objectives, such as slower charging and calendar aging. Additionally, this work
opens up new applications for battery optimization, such as formation [WLD15],
adaptive cycling [ZQ01], and parameter estimation for battery management system
models [Par12]. Furthermore, provided that a suitable early outcome predictor
exists, this method could also be applied to optimize other aspects of battery development, such as electrode materials and electrolyte chemistries. For an extensive
analysis of this case-study, we refer the reader to the methods and other supplementary materials in the original work [Att+20].
Beyond batteries, our CLO approach combining black-box optimization with
early outcome prediction can be extended to efficiently optimize other physical [Tab+18;
But+18; Sch18] and computational [Li+17; Smi+18] multidimensional parameter
spaces that involve time-intensive experimentation, illustrating the power of datadriven methods to accelerate the pace of scientific discovery.

10 Conclusions

10.1

Summary of Contributions

The motivating theme for this dissertation was to develop artificial intelligence (AI)
agents that can effectively reason in complex, high-dimensional real world environments. The AI enterprise is broad and our focus was particularly on machine
learning (ML)-based AI systems that combine data and computation for reasoning.
We identified supervision as the key bottleneck in developing ML systems that can
draw inferences and make decisions in high-dimensions. To offset the high supervision requirements of current ML systems, we discussed the theory and practice of
probabilistic generative modeling across the three parts of this dissertation. Next,
we summarize the contributions within each of these parts.
In Part 1, we setup the learning problem for generative modeling in Chapter 2
as well as discussed some prominent existing frameworks for deep generative modeling for high-dimensional data. We followed this setup with a discussion on the
fundamental trade-offs in the two main learning paradigms of generative modeling
in Chapter 3. In particular, we discussed the trade-offs in the context of learning
objectives based on maximum likelihood and adversarial learning under a uniform
set of modeling assumptions (flow models) and evaluation metrics (likelihoods and
sample quality). Next, in Chapters 4 and 5, we turned our attention to opportunities
and challenges in training expressive generative models.
Specifically, in Chapter 4, we discussed the model bias in current state-of-the-art
145
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models. We introduced a model-agnostic boosting procedure that uses importance
weighting to mitigate the bias of any existing generative model and consequently,
induces an energy-based model that surpasses the performance of the base model. In
Chapter 5, we followed this up with the related problem of dataset bias in generative
models. This bias is especially common when generative models are learned on
large uncurated and unlabelled datasets and gets further amplified at test time when
the learned model is used for data generation. We presented a model-agnostic,
label-free algorithm to mitigate this bias by reweighting (unlabelled) data points
from the biased datasets based on their relative likelihoods with respect to a small
but curated reference (unlabelled) dataset.
In Part 2, we considered generative models for relational data. Relational data,
represented as graphs of entities connected via relations, are discrete and combinatorial objects. The key use case of generative model for relational data is to learn
good representations of the entities. We presented corresponding representation
learning algorithms for nodes in graph networks (Chapter 6) and agent policies
in an interactive multiagent systems (Chapter 7). For learning representations, we
used latent variable generative models as well as new objectives based on contrastive
losses for representation learning. We benchmarked the performance of these methods for several downstream tasks, including semi-supervised node classification
and link prediction in graph networks as well as game outcome prediction and
reinforcement learning in multiagent systems.
Finally, in Part 3 of this dissertation, we considered two real-world applications
of probabilistic models for accelerating scientific discovery. First, in Chapter 8, we
presented a latent variable generative model for statistical compressive sensing. The
latent variables in the model represent compressed measurements and inferred by
maximizing a tractable lower bound to the mutual information between the input
and the measurements. Second and last, in Chapter 9, we discussed a real world
case study in battery charging that uses probabilistic generative models for optimal
experimental design. We showed that a model of battery lifetimes learned on offline
data can be used to terminate suboptimal experiments much before their completion,
thus saving significantly on time and resources.
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Future Work

There is enormous potential for using AI to enhance science and society, e.g., automated screening of drugs and materials, real-time weather and crop forecasting,
predict socioeconomic outcomes such as poverty, health, and education. For such
applications, ML models can potentially aid the design of experiments, characterize
the uncertainty in making predictions, and guide decisions for planning over long
horizons. In practice however, we are limited by budget constraints for acquiring
data as well as the high complexity and noise in real world systems. This dissertation
presented advancements in probabilistic generative modeling and other forms of
unsupervised learning to tackle some of these challenges. The contributions of this
dissertation suggest new opportunities and challenges for future work, some of
which we highlight below.
Causality & Generative Modeling.

One of the key goals of any ML model is to

generalize from past experiences. For a generative model, this implies that the model
should be able to generate data beyond the training set, ideally in a controllable
manner via disentanglement. We believe that effective generalization requires a
tighter integration of causal prior knowledge into generative modeling (e.g., via
a causal graph [Koc+17]). This will better aid principled generalization of these
models beyond the observed data and permit a richer range of inference queries
involving interventions and counterfactuals required for downstream applications
such as off-policy policy evaluation (Chapter 4.5).
Unsupervised Reinforcement Learning.

A key challenge with current reinforce-

ment learning (RL) is the excessive reliance on explicit goal-specific reward signals
or demonstrations of expert behavior. Natural agents, such as humans, often learn by
simply interacting with the environment and developing their own intrinsic rewards
and dynamic models of how the world works. Learning such task-agnostic, unsupervised models can vastly reduce the reliance of RL on expensive supervision [Jad+16;
Gup+18; Nai+18]. The learning objective for current models in this space shuttles
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between several contrastive and generative methods. A careful combination, as
in Chapter 4.4, could be mutually beneficial and more broadly, a theoretical and
empirical investigation of the trade-offs and synergies of these class of approaches
for unsupervised RL is a promising research direction.
Societal Impacts of Unsupervised Learning.

As with any advanced emerging

technology, there are both risks and opportunities with real-world deployments
of unsupervised learning. For instance, in Chapter 5, we demonstrated the latent
dataset bias that gets amplified by state-of-the-art generative models. There are
other pressing concerns as well which merit future research, such as the rise in
automatically generated fake content or “deep-fakes” [CC18; KM18]. At the same
time, there are also positive outcomes in using these models for fair, privacy-preserving
representation learning, as we show in [Son+19] and hope to extend to relational
settings (Chapters 6-7) in future research.
Generative Modeling for Automated Design in Science and Engineering.

De-

sign thinking is a critical component of science and engineering that requires creativity and knowledge. In scientific discovery, design thinking is involved in generating
a hypothesis space (e.g., candidate drugs and materials with target properties) and
selecting which experiments to perform for hypothesis testing (e.g., battery charging
in Chapter 9). Designs are also omnipresent in engineering, ranging from structures
and prototype drawings in civil and mechanical engineering to circuit and chip
design in electrical and computer engineering. With the growing availability of
various kinds of large design datasets [Gau+12; Sef+20], generative models offer
a promising approach to automate design [Kad+17; Góm+18; SA18; Seg+18] and
future research should focus on the discreteness, symmetries, combinatorial scaling,
and hard constraints inherent in the target domains [Ana+16; Gro+19b].
In summary, we believe advancements in computation and supervision-constrained
machine learning will have a profound impact in accelerating scientific discovery
and addressing key challenges in the road to sustainable development.

A Additional Proofs
A.1

Proof of Theorem 5.1

Proof. Since pbias (x|z = k) and pbias (x|z = k0 ) have disjoint supports for k 6= k0 ,
we know that for all x, there exists a deterministic mapping f : X → Z such that
pbias (x|z = f (x)) > 0.
Further, for all x̃ 6∈ f −1 (z):
pbias (x̃|z = f (x)) = 0,

(A.1)

pref (x̃|z = f (x)) = 0.

(A.2)

Combining Eqs. A.1,A.2 above with the assumption in Eq. (5.6), we can simplify
the density ratios as:

R
pbias (x|z) pbias (z)dz
pbias (x)
= Rz
pref (x)
z pref (x|z) pref (z)dz
p (x| f (x)) pbias ( f (x))
= bias
(using Eqs. (A.1, A.2))
pref (x| f (x)) pref ( f (x))
p ( f (x))
= bias
(using Eq. (5.6))
pref ( f (x))

(A.3)
(A.4)
(A.5)
(A.6)

= b( f (x)).

From Eq. (5.4) and Eq. (A.3), the Bayes optimal classifier c∗ can hence be expressed
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as:
c ∗ (Y = 1|x) =

1
.
γb( f (x)) + 1

(A.7)

The optimal cross-entropy loss of a binary classifier c for density ratio estimation
can then be expressed as:
1
γ
NCE(c∗ ) =
E pref (x) [log c∗ (Y = 1|x)] +
E
[log c∗ (Y = 0|x)] (A.8)
γ+1
γ + 1 pbias (x)




1
γ
γb( f (x))
= E pref log
+
Ep
log
(A.9)
γb( f (x)) + 1
γ + 1 bias
γb( f (x)) + 1
(using Eq. (A.7))




1
1
γ
γb( f (x))
=
E
log
+
E
log
γ + 1 pref (x,z)
γb( f (x)) + 1
γ + 1 pbias (x,z)
γb( f (x)) + 1
(A.10)


=





1
1
γ
γb(z)
E pref (z) log
+
E pbias (z) log
γ+1
γb(z) + 1
γ+1
γb(z) + 1


(A.11)

(using Eqs. (A.1,A.2)).

A.2 Proof of Theorem 8.1
Proof. We can rewrite the UAE objective in Eq. (8.6) as:
Eqφ (x,y) [log pθ (x|y)] = Eqφ (Y)

Z


qφ (x|y) log pθ (x|y)dx

(A.12)



= − Hφ (X|y) − Eqφ (Y) DKL (qφ (X|y)k pθ (X|y)) .

(A.13)

The KL-divergence is non-negative and minimized when its argument distributions
are identical. Hence, for a fixed optimal value of θ = θ ∗ , if there exists a φ in the
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space of encoders being optimized that satisfies:
p θ ∗ (X|y) = q φ (X|y)

(A.14)

for all x, y with p∗θ (Y) 6= 0, then it corresponds to the optimal encoder, i.e.,
φ = φ∗ .

(A.15)

For any value of φ, we know the following Gibbs chain converges to qφ (x, y) if
the chain is ergodic:
y( t ) ∼ q φ (Y |x( t ) ),

(A.16)

x( t +1) ∼ q φ (X | y( t ) ).

(A.17)

Substituting the results from Eqs. (A.14-A.17) in the Markov chain transitions in
Eqs. (8.8, 8.9) finishes the proof.

A.3

Proof of Corollary 8.1

Proof. By using earlier results (Proposition 2 in [RR06]), we need to show that the
Markov chain defined in Eqs. (8.8)-(8.9) is Φ-irreducible with a Gaussian noise
model.1 That is, there exists a measure such that there is a non-zero probability of
transitioning from every set of non-zero measure to every other such set defined on
the same measure using this Markov chain.
Consider the Lebesgue measure. Formally, given any (x, y) and (x0 , y0 ) such that
the density q(x, y) > 0 and q(x0 , y0 ) > 0 for the Lebesgue measure, we need to show
that the probability density of transitioning q(x0 , y0 |x, y) > 0.
(1) Since q(y|x) > 0 for all x ∈ Rn , y ∈ Rm (by Gaussian noise model assumption), we can use Eq. (8.8) to transition from (x, y) to (x, y0 ) with non-zero
probability.
1 Note that the symbol Φ here is different from the parameters denoted by little φ used in Chapter 8.
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(2) Next, we claim that the transition probability q(x0 |y) is non-negative for all
x0 , y. By Bayes rule, we have:
q (y |x0 ) q (x0 )
q (x |y) =
.
q (y)
0

(A.18)

Since q(x, y) > 0 and q(x0 , y0 ) > 0, the marginals q(y) and q(x0 ) are positive.
Again, q(y|x0 ) > 0 for all x0 ∈ Rn , y ∈ Rm by the Gaussian noise model assumption.
Hence, q(x0 |y) is positive. Finally, using the optimality assumption for the posteriors
p(x0 |y) matching q(x0 |y) for all x0 , y0 , we can use Eq. (8.9) to transition from (x, y0 )
to (x0 , y0 ) with non-zero probability.
From (1) and (2), we see that there is a non-zero probability of transitioning
from (x, y) to (x0 , y0 ). Hence, under the assumptions of the corollary the Markov
chain in Eqs. (8.8, 8.9) is ergodic.

B

Additional Experimental Details & Results

B.1 Chapter 3
Datasets. The MNIST dataset [LCB10] contains 50, 000 train, 10, 000 validation,
and 10, 000 test images of dimensions 28 × 28. The CIFAR-10 dataset [KH09] contains 50, 000 train and 10, 000 test images of dimensions 32 × 32 × 3 by default. We
randomly hold out 5, 000 training set images as validation set. Since we are modeling
densities for discrete datasets (pixels can take a finite set of values ranging from
1 to 255), the model can assign arbitrarily high log-likelihoods to these discrete
points. Following [UML13], we avoid this scenario by dequantizing the data where
uniform noise between 0 and 1 is added to every pixel. Finally, we scale the pixels
to lie between 0 and 1.
Model architectures.

We used the NICE [DKB14] and Real-NVP [DSB17] archi-

tectures as the normalizing flow generators for the MNIST and CIFAR-10 datasets
respectively. For adversarial training, we consider the improved WGAN objective
which enforces the Lipschitz constraint over the critic by penalizing the norm of the
gradient with respect to the input [Gul+17]. The critic architecture for the MNIST
dataset is the same as the one used in the DCGAN [RMC15]. The batch normalization layer is removed as recommended [Gul+17]. For the CIFAR-10 experiments
we again use the DCGAN architecture with an extra convolutional layer. Batch
normalization [IS15] here was substituted by layer normalization [BKH16].
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Hyperparameters. The hyperaparmeters specific to adversarial training with the
Wasserstein distance were fixed as per [Gul+17]. For all models trained on MNIST,
we used a logistic prior distribution for the NICE architecture. The weights were
initialized using the truncated normal distribution. For the models trained using
MLE, batch size was set to 200, learning rate was 0.001 with a decay of 0.9995 and the
optimizer used was Adam with β 1 = 0.9, β 2 = 0.999. For the other models, the batch
size was set to 100, and the optimizer used was Adam with β 1 = 0.5, β 2 = 0.999
and a learning rate was 0.0001.
In the case of models trained on CIFAR-10, an isotropic Gaussian prior was
used. We also used weight normalization [SK16] and Xavier initialization for all the
models. The models trained with MLE used a batch size of 100, a learning rate of
0.0001 with a decay of 0.999995 and the Adam optimizer with β 1 = 0.9, β 2 = 0.999.
The other models used a batch size of 64, a learning rate of 0.0001 and the Adam
optimizer with β 1 = 0.5, β 2 = 0.999.
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B.2 Chapter 4
B.2.1 Bias-Variance of Different LFIW estimators
As discussed in Section 4.3, bias reduction using LFIW can suffer from issues where
the importance weights are too small due to highly confident predictions of the
binary classifier. Across a batch of Monte Carlo samples, this can increase the
corresponding variance. Inspired from the importance sampling literature, we
proposed additional mechanisms to mitigate this additional variance at the cost of
reduced debiasing in Eqs. (4.7-4.9). We now look at the empirical bias-variance
trade-off of these different estimators via a simple experiment below.
Our setup follows the goodness-of-fit testing experiments in Section 4.5. The
statistics we choose to estimate is simply are the 2048 activations of the prefinal
layer of the Inception Network, averaged across the test set of 10,000 samples of
CIFAR-10.
That is, the true statistics s = {s1 , s2 , · · · , s2048 } are given by:
sj =

1
∑ a j (x)
|Dtest | x∈D

(B.1)

test

where a j is the j-th prefinal layer activation of the Inception Network. Note that set
of statistics s is fixed (computed once on the test set). To estimate these statistics,
we will use different estimators. For example, the default estimator involving no
reweighting is given as:
ŝ j =

1
T

T

∑ a j (x)

(B.2)

i =1

where x ∼ pθ .
Note that ŝ j is a random variable since it depends on the T samples drawn
from pθ . Similar to Eq. (B.2), other variants of the LFIW estimators proposed in
Section 4.3 can be derived using Eqs. (4.7-4.9). For any LFIW estimate ŝ j , we can
use the standard decomposition of the expected mean-squared error into terms
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Table B.1: Bias-variance analysis for PixelCNN++ and SNGAN when T = 10, 000.
Standard errors over the absolute values of bias and variance evaluations are computed over the 2048 activation statistics. Lower absolute values of bias, lower
variance, and lower MSE is better.
|Bias| (↓)

Variance (↓)

MSE (↓)

Self-norm
Flattening (α = 0)
Flattening (α = 0.25)
Flattening (α = 0.5)
Flattening (α = 0.75)
Flattening (α = 1.0)
Clipping (β = 0.001)
Clipping (β = 0.01)
Clipping (β = 0.1)
Clipping (β = 1.0)

0.0240 ± 0.0014
0.0330 ± 0.0023
0.1042 ± 0.0018
0.1545 ± 0.0022
0.1626 ± 0.0022
0.1359 ± 0.0018
0.1359 ± 0.0018
0.1357 ± 0.0018
0.1233 ± 0.0017
0.1255 ± 0.0030

0.0002935 ± 7.22e-06
9.1e-06 ± 2.6e-07
5.1e-06 ± 1.5e-07
8.4e-06 ± 3.7e-07
3.19e-05 ± 2e-06
0.0002344 ± 1.619e-05
0.0002344 ± 1.619e-05
0.0002343 ± 1.618e-05
0.000234 ± 1.611e-05
0.0002429 ± 1.606e-05

0.0046 ± 0.00031
0.0116 ± 0.00093
0.0175 ± 0.00138
0.0335 ± 0.00246
0.0364 ± 0.00259
0.0257 ± 0.00175
0.0257 ± 0.00175
0.0256 ± 0.00175
0.0215 ± 0.00149
0.0340 ± 0.00230

Self-norm
Flattening (α = 0)
Flattening (α = 0.25)
Flattening (α = 0.5)
Flattening (α = 0.75)
Flattening (α = 1.0)
Clipping (β = 0.001)
Clipping (β = 0.01)
Clipping (β = 0.1)
Clipping (β = 1.0)

0.0178 ± 0.0008
0.0257 ± 0.0010
0.0096 ± 0.0007
0.0295 ± 0.0006
0.0361 ± 0.0006
0.0297 ± 0.0005
0.0297 ± 0.0005
0.0297 ± 0.0005
0.0296 ± 0.0005
0.1002 ± 0.0018

1.98e-05 ± 5.9e-07
9.1e-06 ± 2.3e-07
8.4e-06 ± 3.1e-07
1.15e-05 ± 6.4e-07
1.93e-05 ± 1.39e-06
3.76e-05 ± 3.08e-06
3.76e-05 ± 3.08e-06
3.76e-05 ± 3.08e-06
3.76e-05 ± 3.08e-06
3.03e-05 ± 2.18e-06

0.0016 ± 0.00023
0.0026 ± 0.00027
0.0011 ± 8e-05
0.0017 ± 0.00011
0.002 ± 0.00012
0.0015 ± 7e-05
0.0015 ± 7e-05
0.0015 ± 7e-05
0.0015 ± 7e-05
0.0170 ± 0.00171

Model

Evaluation

PixelCNN++

SNGAN

corresponding to the (squared) bias and variance as shown below.

E[(s j − sˆj )2 ] = s2j − 2s j E[sˆj ] + E[sˆj ]2

(B.3)

= s2j − 2s j E[sˆj ] + (E[sˆj ])2 + E[sˆj 2 ] − (E[sˆj ])2

(B.4)

= (s j − E[sˆj ])2 + E[sˆj 2 ] − (E[sˆj ])2 .
|
{z
} |
{z
}

(B.5)

Bias2

Variance

In Table B.1, we report the bias and variance terms of the estimators averaged
over 10 draws of T = 10, 0000 samples and further averaging over all 2048 statistics
corresponding to s. We observe that self-normalization performs consistently well
and is the best or second best in terms of bias and MSE in all cases. The flattened
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Table B.2: Bias-variance analysis for PixelCNN++ and SNGAN when T = 5, 000.
Standard errors over the absolute values of bias and variance evaluations are computed over the 2048 activation statistics. Lower absolute values of bias, lower
variance, and lower MSE is better.
|Bias| (↓)

Variance (↓)

MSE (↓)

Self-norm
Flattening (α = 0)
Flattening (α = 0.25)
Flattening (α = 0.5)
Flattening (α = 0.75)
Flattening (α = 1.0)
Clipping (β = 0.001)
Clipping (β = 0.01)
Clipping (β = 0.1)
Clipping (β = 1.0)

0.023 ± 0.0014
0.0330 ± 0.0023
0.1038 ± 0.0018
0.1539 ± 0.0022
0.1620 ± 0.0022
0.1360 ± 0.0018
0.1360 ± 0.0018
0.1358 ± 0.0018
0.1234 ± 0.0017
0.1250 ± 0.0030

0.0005086 ± 1.317e-05
1.65e-05 ± 4.6e-07
9.5e-06 ± 3e-07
1.74e-05 ± 8e-07
6.24e-05 ± 3.83e-06
0.0003856 ± 2.615e-05
0.0003856 ± 2.615e-05
0.0003856 ± 2.615e-05
0.0003851 ± 2.599e-05
0.0003821 ± 2.376e-05

0.0049 ± 0.00033
0.0116 ± 0.00093
0.0174 ± 0.00137
0.0332 ± 0.00244
0.0362 ± 0.00256
0.0258 ± 0.00174
0.0258 ± 0.00174
0.0257 ± 0.00173
0.0217 ± 0.00148
0.0341 ± 0.00232

Self-norm
Flattening (α = 0)
Flattening (α = 0.25)
Flattening (α = 0.5)
Flattening (α = 0.75)
Flattening (α = 1.0)
Clipping (β = 0.001)
Clipping (β = 0.01)
Clipping (β = 0.1)
Clipping (β = 1.0)

0.0176 ± 0.0008
0.0256 ± 0.0010
0.0099 ± 0.0007
0.0298 ± 0.0006
0.0366 ± 0.0006
0.0302 ± 0.0005
0.0302 ± 0.0005
0.0302 ± 0.0005
0.0302 ± 0.0005
0.1001 ± 0.0018

3.88e-05 ± 9.6e-07
1.71e-05 ± 4.3e-07
1.44e-05 ± 3.7e-07
1.62e-05 ± 5.3e-07
2.38e-05 ± 1.11e-06
4.56e-05 ± 2.8e-06
4.56e-05 ± 2.8e-06
4.56e-05 ± 2.8e-06
4.56e-05 ± 2.81e-06
5.19e-05 ± 2.81e-06

0.0016 ± 0.00022
0.0027 ± 0.00027
0.0011 ± 8e-05
0.0017 ± 0.00012
0.0021 ± 0.00012
0.0015 ± 7e-05
0.0015 ± 7e-05
0.0015 ± 7e-05
0.0015 ± 7e-05
0.0170 ± 0.0017

Model

Evaluation

PixelCNN++

SNGAN

estimator with no debiasing (corresponding to α = 0) has lower bias and higher
variance than the self-normalized estimator. Amongst the flattening estimators,
lower values of α seem to provide the best bias-variance trade-off. The clipped estimators do not perform well in this setting, with lower values of β slightly preferable
over larger values. We repeat the same experiment with T = 5, 000 samples and
report the results in Table B.2. While the variance increases as expected (by almost
an order of magnitude), the estimator bias remains roughly the same.

B.2.2

Calibration

We found in all our cases that the binary classifiers used for training the model were
highly calibrated by default and did not require any further recalibration. See for
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Figure B.1: Calibration of classifiers for density ratio estimation.
instance the calibration of the binary classifier used for goodness-of-fit experiments
in Figure B.1. We performed the analysis on a held-out set of real and generated
samples and used 10 bins for computing calibration statistics.
We believe the default calibration behavior is largely due to the fact that our
binary classifiers distinguishing real and fake data do not require very complex
neural networks architectures and training tricks that lead to miscalibration for
multi-class classification. As shown in [NC05], shallow networks are well-calibrated
and [Guo+17] further argue that a major reason for miscalibration is the use of a
softmax loss typical for multi-class problems.

B.2.3

Goodness-of-fit testing

We used the Tensorflow implementation of Inception Network [Aba+16] to ensure
the sample quality metrics are comparable with prior work. For a semantic evaluation of difference in sample quality, this test is performed in the feature space of a
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pretrained classifier, such as the prefinal activations of the Inception Net [Sze+16].
For example, the Inception score for a generative model pθ given a classifier d(·) can
be expressed as:
IS = exp(Ex∼ pθ [KL(d(y|x), d(y))]).
The FID score is another metric which unlike the Inception score also takes into
account real data from pdata . Mathematically, the FID between sets S and R sampled
from distributions pθ and pdata respectively, is defined as:
FID(S, R) = kµS − µ R k22 + Tr(ΣS + Σ R − 2

p

ΣS Σ R )

where (µS , ΣS ) and (µ R , Σ R ) are the empirical means and covariances computed
based on S and R respectively. Here, S and R are sets of datapoints from pθ and
pdata . In a similar vein, KID compares statistics between samples in a feature space
defined via a combination of kernels and a pretrained classifier. The standard kernel
used is a radial-basis function kernel with a fixed bandwidth of 1. As desired, the
score is optimized when the data and model distributions match.
We used the open-sourced model implementations of PixelCNN++ [Sal+16]
and SNGAN [Miy+18]. Following the observation by [LO16], we found that training
a binary classifier on top of the feature space of any pretrained image classifier was
useful for removing the low-level artifacts in the generated images in classifying
an image as real or fake. We hence learned a multi-layer perceptron (with a single
hidden layer of 1000 units) on top of the 2048 dimensional feature space of the
Inception Network. Learning was done using the Adam optimizer with the default
hyperparameters with a learning rate of 0.001 and a batch size of 64. We observed
relatively fast convergence for training the binary classifier (in less than 20 epochs) on
both PixelCNN++ and SNGAN generated data and the best validation set accuracy
across the first 20 epochs was used for final model selection.
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Table B.3: Statistics for the environments.

B.2.4

Environment

State dimensionality

Action dimensionality

Swimmer
HalfCheetah
HumanoidStandup

8
17
376

2
6
17

Data Augmentation

We used the open-source implementation of DAGAN1 [ASE17] as the base generative model. Given a DAGAN model, we additionally require training a binary
classifier for estimating importance weights and a multi-class classifier for subsequent classification. The architecture for both these use cases follows prior work
in meta learning on Omniglot [Vin+16]. We train the DAGAN on the 1200 classes
reserved for training in prior works. For each class, we consider a 15/5/5 split of the
20 examples for training, validation, and testing. Except for the final output layer,
the architecture consists of 4 blocks of 3x3 convolutions and 64 filters, followed by
batch normalization [Sze+16], a ReLU non-linearity and 2x2 max pooling. Learning
was done for 100 epochs using the Adam optimizer with default parameters and a
learning rate of 0.001 with a batch size of 32.

B.2.5

Model-based Off-policy Policy Evaluation

We used Tensorflow [Aba+16] and OpenAI baselines2 [Dha+17]. We evaluate over
three environments: Swimmer, HalfCheetah, and HumanoidStandup (Figure B.2.
Both HalfCheetah and Swimmer rewards the agent for gaining higher horizontal
velocity; HumanoidStandup rewards the agent for gaining more height via standing
up. In all three environments, the initial state distributions are obtained via adding
small random perturbation around a certain state. The dimensions for state and
action spaces are shown in Table B.3.
Our policy network has two fully connected layers with 64 neurons and tanh
1 https://github.com/AntreasAntoniou/DAGAN.git
2 https://github.com/openai/baselines.git

APPENDIX B. ADDITIONAL EXPERIMENTAL DETAILS & RESULTS

(a) Swimmer
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(c) HumanoidStandup

Figure B.2: Environments in OPE experiments.
Table B.4: Off-policy policy evaluation on MuJoCo tasks. Standard error is over
10 Monte Carlo estimates where each estimate contains 100 randomly sampled
trajectories. Here, we perform stepwise LFIW over transition triplets.
Environment

v(πe ) (Ground truth)

ṽ(πe )

v̂(πe ) (w/ LFIW)

v̂80 (πe ) (w/ LFIW)

Swimmer
HalfCheetah
Humanoid

36.7 ± 0.1
241.7 ± 3.6
14170 ± 5.3

100.4 ± 3.2
204.0 ± 0.8
8417 ± 28

19.4 ± 4.3
229.1 ± 4.9
10612 ± 794

48.3 ± 4.0
214.9 ± 3.9
9950 ± 640

activations for each layer, where as our transition model / classifier has three hidden
layers of 500 neurons with swish activations [RZL17]. We obtain our evaluation
policy by training with PPO for 1M timesteps, and our behavior policy by training
with PPO for 500k timesteps. Then we train the dynamics model Pθ for 100k iterations with a batch size of 128. Our classifier is trained for 10k iterations with a batch
size of 250, where we concatenate (st , at , st+1 ) into a single vector.
Stepwise LFIW. Here, we consider performing LFIW over the transition triplets,
where each transition triplet (st , at , st+1 ) is assigned its own importance weight.
This is in contrast to assigning a single importance weight for the entire trajectory,
obtained by multiplying the importance weights of all transitions in the trajectory.
The importance weight for a transition triplet is defined as:
p ? (st , at , st +1 )
≈ ŵ(st , at , st+1 ),
p̃(st , at , st+1 )

(B.6)
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Figure B.3: Estimation error δ(v) = v(πe ) − v̂ H (πe ) for different values of H (minimum 0, maximum 100). Shaded area denotes standard error over different random
seeds; each seed uses 100 sampled trajectories. Here, we perform stepwise LFIW
over transition triplets.
so the corresponding LFIW estimator is given as
"
v̂(πe ) = E p̃

T −1

∑ ŵ(st , at , ŝt+1 ) · r(st , at )

#
.

(B.7)

t =0

We describe this as the ‘‘stepwise” LFIW approach for off-policy policy evaluation.
We perform self-normalization over the weights of each triplet.
From the results in Table B.4 and Figure B.3, stepwise LFIW also reduces bias
for OPE compared to without LFIW. Compared to the ‘‘trajectory based” LFIW
described in Eq. (4.20), the stepwise estimator has slightly higher variance and
weaker performance for H = 20, 40, but outperforms the trajectory level estimators
when H = 100 on HalfCheetah and HumanoidStandup environments.
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Chapter 5

B.3.1 Dataset Construction Procedure
We construct such dataset splits from the full CelebA training set using the following
procedure. We initially fix our dataset size to be roughly 135K out of the total 162K
based on the total number of females present in the data. Then for each level of
bias, we partition 1/4 of males and 1/4 of females into

Dref to achieve the 50-50

ratio. The remaining number of examples are used for Dbias , where the number of
males and females are adjusted to match the desired level of bias (e.g., 0.9). Finally
at each level of reference dataset size perc, we discard the appropriate fraction of
datapoints from both the male and female category in Dref . For example, for perc =
0.5, we discard half the number of females and half the number of males from Dref .

B.3.2

FID Calculation

The FID metric may exhibit a relative preference for models trained on larger datasets
in order to maximize perceptual sample quality, at the expense of propagating or
amplifying existing dataset bias. In order to obtain an estimate of sample quality
that would also incorporate a notion of fairness across sensitive attribute classes,
we pre-computed the relevant FID statistics on a ”balanced” construction of the
CelebA dataset that matches our reference dataset pref . That is, we used all train/validation/test splits of the data such that: (1) for single-attribute, there were 50-50
portions of males and females; and (2) for multi-attribute, there were even proportions of examples across all 4 classes (females with black hair, females without black
hair, males with black hair, males without black hair). We report ”balanced” FID
numbers on these pre-computed statistics throughout the chapter.

B.3.3

Attribute Classifier

We use the same architecture and hyperparameters for both the single- and multiattribute classifiers. Both are variants of ResNet-18 where the output number of
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classes correspond to the dataset split (e.g., 2 classes for single-attribute, 4 classes
for the multi-attribute experiment).
Model architecture.
Name
conv1
Residual Block 1
Residual Block 2
Residual Block 3
Residual Block 4
Output Layer

We provide the architectural details in Table B.5 below:
Component
7 × 7 conv, 64 filters. stride 2
 3 × 3 max pool, stride
2
3 × 3 conv, 128 filters
×2
3 × 3 conv, 128 filters
3 × 3 conv, 256 filters
×2
3 × 3 conv, 256 filters
3 × 3 conv, 512 filters
×2
3 × 3 conv, 512 filters
7 × 7 average pool stride 1, fully-connected, softmax

Table B.5: ResNet-18 architecture adapted for attribute classifier.

Hyperparameters. During training, we use a batch size of 64 and the Adam optimizer with learning rate = 0.001. The classifiers learn relatively quickly for both
single and multi attribute scenarios and we only needed to train for 10 epochs. We
used a validation set for model selection.

B.3.4

Density Ratio Classifier

Model architecture.

We provide the same architectural details as in Table B.5.

Hyperparameters. We also use a batch size of 64, the Adam optimizer with learning rate = 0.0001, and a total of 15 epochs to train the classifier for density ratio
estimation.

B.3.5

BigGAN

Model architecture.
Table B.6.

The architectural details for the BigGAN are provided in

APPENDIX B. ADDITIONAL EXPERIMENTAL DETAILS & RESULTS

Generator
1 × 1 × 2ch Noise
Linear 1 × 1 × 16ch → 1 × 1 × 16ch
ResBlock up 16ch → 16ch
ResBlock up 16ch → 8ch
ResBlock up 8ch → 4ch
ResBlock up 4ch → 2ch
Non-Local Block (64 × 64)
ResBlock up 4ch → 2ch
BatchNorm, ReLU, 3 × 3 Conv 1ch → 3
Tanh
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Discriminator
64 × 64 × 3 Image
ResBlock down 1ch → 2ch
Non-Local Block (64 × 64)
ResBlock down 2ch → 4ch
ResBlock down 4ch → 8ch
ResBlock down 8ch → 16ch
ResBlock down 16ch → 16ch
ResBlock 16ch → 16ch
ReLU, Global sum pooling
Linear → 1

Table B.6: Architecture for the generator and discriminator. Notation: ch refers to
the channel width multiplier, which is 64 for 64 × 64 CelebA images. ResBlock up
refers to a Generator Residual Block in which the input is passed through a ReLU
activation followed by two 3 × 3 convolutional layers with a ReLU activation in
between. ResBlock down refers to a Discriminator Residual Block in which the input
is passed through two 3 × 3 convolution layers with a ReLU activation in between,
and then downsampled. Upsampling is performed via nearest neighbor interpolation, whereas downsampling is performed via mean pooling. ‘‘ResBlock up/down
n → m’’ indicates a ResBlock with n input channels and m output channels.
Hyperparameters. We sweep over a batch size of {16, 32, 64, 128}. The optimizer
used is Adam with learning rate = 0.0002, and β 1 = 0, β 2 = 0.99. We train the model
by taking 4 discriminator gradient steps per generator step. Because the BigGAN
was originally designed for scaling up class-conditional image generation, we fix all
conditioning labels for the unconditional baselines (imp-weight, equi-weight) to
the zero vector.

B.3.6 Shapes3D Dataset
For this experiment, we used the Shapes3D dataset [BK18] which is comprised
of 480,000 images of shapes with six underlying attributes. We chose a random
attribute (floor color), restricted it to two possible instantiations (red vs. blue), and
then applied Algorithm 5.1 for the bias=0.9 setting. Training on the large biased
dataset (containing excess of red floors) induces an average fairness discrepancy
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(a) Baseline samples

(b) Samples after reweighting

Figure B.4: Results from the Shapes3D dataset. After restricting the possible floor
colors to red or blue and using a biased dataset of bias=0.9, we find that the samples
obtained after importance reweighting (b) are considerably more balanced than
those without reweighting (a), as desired.
of 0.468 as shown in Figure B.4a. In contrast, applying the importance-weighting
correction on the large biased dataset enabled us to train models that yielded an
average fairness discrepancy of 0.002 as shown in Figure B.4b.
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B.4 Chapter 6
B.4.1

Link prediction

We used the Spectral Clustering (SC) implementation from [Ped+11] and public
implementations for others made available by the authors. For SC, we used a
dimension size of 128. For DeepWalk and node2vec which uses a skipgram like
objective on random walks from the graph, we used the same dimension size and
default settings used in [PAS14] and [GL16] respectively of 10 random walks of
length 80 per node and a context size of 10. For node2vec, we searched over the
random walk bias parameters using a grid search in {0.25, 0.5, 1, 2, 4} as prescribed
in the original work. For GAE and VGAE, we used the same architecture as VGAE
and Adam optimizer with learning rate of 0.01.
For Graphite-AE and Graphite-VAE, we used an architecture of 32-32 units for the
encoder and 16-32-16 units for the decoder (two rounds of iterative decoding before
a final inner product). The model is trained using the Adam optimizer [KW18]
with a learning rate of 0.01. All activations were RELUs.The dropout rate (for
edges) and λ were tuned as hyperparameters on the validation set to optimize the
AUC, whereas traditional dropout was set to 0 for all datasets. Additionally, we
trained every model for 500 iterations and used the model checkpoint with the best
validation loss for testing. Scores are reported as an average of 50 runs with different
train/validation/test splits, with the requirement that the training graph necessarily
be connected.
For Graphite, we observed that using a form of skip connections to define a linear
combination of the initial embedding Z and the final embedding Z∗ is particularly
useful. The skip connection consists of a tunable hyperparameter λ controlling the
relative weights of the embeddings. The final embedding of Graphite is a function
of the initial embedding Z and the last induced embedding Z ∗ . We consider two
functions to aggregate them into a final embedding. That is, (1 − λ) Z + λZ ∗ and Z +
λZ ∗ / k Z ∗ k, which correspond to a convex combination of two embeddings, and an
incremental update to the initial embedding in a given direction, respectively. Note
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Table B.7: AUC scores for link prediction with Monte Carlo subsampling during
training. Higher is better.

VGAE
Graphite

Cora

Citeseer

Pubmed

89.6
90.5

92.2
92.5

92.3
93.1

Figure B.5: AUC score of VGAE and Graphite with subsampled edges on the Cora
dataset.
that in either case, GAE and VGAE reduce to a special case of Graphite, using only a
single inner-product decoder (i.e., λ = 0). On Cora and Pubmed final embeddings
were derived through convex combination, on Citeseer through incremental update.
Scalability.

We experimented with learning VGAE and Graphite models by sub-

sampling | E| random entries for Monte Carlo evaluation of the objective at each
iteration. The corresponding AUC scores are shown in Table B.7. The results suggest
that Graphite can effectively scale to large graphs without significant loss in accuracy. The AUC results trained with edge subsampling as we vary the subsampling
coefficient c are shown in Figure B.5.
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Semi-supervised node classification

We report the baseline results for SemiEmb [WRC08], DeepWalk [PAS14], ICA [LG03]
and Planetoid [YCS16] as specified in [KW17]. GCN uses a 32-16 architecture with
ReLu activations and early stopping after 10 epochs without increasing validation
accuracy. The Graphite model uses the same architecture as in link prediction (with
no edge dropout). The parameters of the posterior distributions are concatenated
with node features to predict the final output. The parameters are learned using the
Adam optimizer [KW18] with a learning rate of 0.01. All accuracies are taken as an
average of 100 runs.

B.4.3

Density estimation

We learn a model architecture specified for the maximum possible nodes (i.e., 20
in this case) to accommodate for input graphs of different sizes. While feeding in
smaller graphs, we add dummy nodes disconnected from the rest of the graph. T
he dummy nodes have no influence on the gradient updates for the parameters
affecting the latent or observed variables involving nodes in the true graph. For
density estimation, we pick a graph family, then train and validate on graphs sampled
exclusively from that family. We consider graphs with 10 to 20 nodes belonging to
the following graph families :
• Erdos-Renyi [ER59]: each edge independently sampled with probability p =
0.5
• Ego Network: a random Erdos-Renyi graph with all nodes neighbors of one
randomly chosen node
• Random Regular: uniformly random regular graph with degree d = 4
• Random Geometric: graph induced by uniformly random points in unit square
with edges between points at euclidean distance less than r = 0.5
• Random Power Tree: Tree generated by randomly swapping elements from a
degree distribution to satisfy a power law distribution for γ = 3
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• Barabasi-Albert [BA99]: Preferential attachment graph generation with attachment edge count m = 4
We use convex combinations over three successively induced embeddings. Scores
are reported over an average of 50 runs. Additionally, a two-layer neural net is
applied to the initially sampled embedding Z before being fed to the inner product
decoder for GAE and VGAE, or being fed to the iterations of Eqs. (6.8) and (6.9) for
both Graphite-AE and Graphite-VAE.

APPENDIX B. ADDITIONAL EXPERIMENTAL DETAILS & RESULTS

171

B.5 Chapter 7
B.5.1

RoboSumo Environment

To limit the scope of our study, we restrict agent morphologies to only 4-leg robots.
During the game, observations of each agent were represented by a 120-dimensional
vector comprised of positions and velocities of its own body and positions of the opponent’s body; agent’s actions were 8-dimensional vectors that represented torques
applied to the corresponding joints.
Model architectures.

Agent policies are parameterized as multi-layer perceptrons

(MLPs) with 2 hidden layers of 90 units each. For the embedding network, we used
another MLP network with 2 hidden layers of 100 units each to give an embedding
of size 100. For the conditioned policy network we also reduce the hidden layer size
to 64 units each.
Policy optimization.

For learning the population of agents, we use the distributed

version of PPO algorithm as described in [Al-+18] with 2 × 10−3 learning rate,
e = 0.2, 16,000 time steps per update with 6 epochs 4,000 time steps per batch.
Training agents. For our analysis, we train a diverse collection of 25 agents, some of
which are trained via self-play and others are trained in pairs concurrently, forming
a clique agent-interaction graph (Figure B.6a).

B.5.2

ParticleWorld Environment

The overall continuous observation and discrete action space for the speaker agents
are 3 and 7 dimensions respectively. For the listener agents, the observation and
action spaces are 15 and 5 dimensions respectively.
Model architectures.

Agent policies and shared critic (i.e., a value function) are

parameterized as multi-layer perceptrons (MLPs) with 2 hidden layers of 64 units

APPENDIX B. ADDITIONAL EXPERIMENTAL DETAILS & RESULTS

Speaker

172

Listener

1
2

10

9

3

8

4

5

7

1

1

2

2

3

3

4

4

5

5

6
(a)

(b)

Figure B.6: (a) An example clique agent interaction graph with 10 agents. (b) An
example bipartite agent interaction graph with 5 speakers and 5 listeners.
each. The observation space for the speaker is small (3 dimensions), and a small embedding of size 5 for the listener policy gives good performance. For the embedding
network, we again used an MLP with 2 hidden layers of 100 units each.
Policy optimization.

For learning the initial population of listener and agent poli-

cies, we use multiagent deep deterministic policy gradients (MADDPG) as the base
algorithm [Low+17]. Adam optimizer [KB15] with a learning rate of 4 × 10−3 was
used for optimization. Replay buffer size was set to 106 timesteps.
Training agents.

We first train 28 speaker-listener pairs using the MADDPG algo-

rithm. From this collection of 28 speakers, we train another set of 28 listeners, each
trained to work with a speaker pair, forming a bipartite agent-interaction graph
(Figure B.6b). We choose the best 14 listeners for later experiments.
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Chapter 8

Datasets. For MNIST, we use the train/valid/test split of 50, 000/10, 000/10, 000
images. For Omniglot, we use train/valid/test split of 23, 845/500/8, 070 images.
For CelebA, we used the splits as provided by [Liu+15] on the dataset website.
All images were scaled such that pixel values are between 0 and 1. We used the
Adam optimizer with a learning rate of 0.001 for all the learned models. For MNIST
and Omniglot, we used a batch size of 100. For CelebA, we used a batch size of 64.
Further, we implemented early stopping based on the best validation bounds after
200 epochs for MNIST, 500 epochs for Omniglot, and 200 epochs for CelebA.
Model architectures.

For both MNIST and Omniglot, the UAE decoder used 2

hidden layers of 500 units each with ReLU activations. The encoder was a single
linear layer with only weight parameters and no bias parameters. The encoder and
decoder architectures for the VAE baseline are symmetrical with 2 hidden layers of
500 units each and 20 latent units. We used the LASSO baseline implementation from
sklearn and tuned the Lagrange parameter on the validation sets. For the baselines,
we do 10 random restarts with 1, 000 steps per restart and pick the reconstruction
with best measurement error as prescribed in [Bor+17].
Table B.8: Frobenius norms of the encoding matrices for MNIST and Omniglot.
m

Random Gaussian Matrices

MNIST-UAE

Omniglot-UAE

2
5
10
25
50
100

39.57
63.15
88.98
139.56
198.28
280.25

6.42
5.98
7.24
8.53
9.44
10.62

2.17
2.66
3.50
4.71
5.45
6.02

Table B.8 shows the average norms for the random Gaussian matrices used in the
baselines and the learned UAE encodings. The low norms for the UAE encodings
suggest that UAE is not trivially overcoming noise by increasing the norm of W.
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For CelebA dataset, we used the following architectures for UAE.
Encoder
Signal

→ Conv[Kernel: 4x4, Stride: 2, Filters: 32, Padding: Same, Activation: Relu]
→ Conv[Kernel: 4x4, Stride: 2, Filters: 32, Padding: Same, Activation: Relu]
→ Conv[Kernel: 4x4, Stride: 2, Filters: 64, Padding: Same, Activation: Relu]
→ Conv[Kernel: 4x4, Stride: 2, Filters: 64, Padding: Same, Activation: Relu]
→ Conv[Kernel: 4x4, Stride: 1, Filters: 256, Padding: Valid, Activation: Relu]
→ Fully_Connected[Units: m, Activation: None]
Decoder
Measurements

→ Fully_Connected[Units: 256, Activation: Relu]
→ Conv_transpose[Kernel: 4x4, Stride: 1, Filters: 256, Padding: Valid, Activation: Relu]
→ Conv_transpose[Kernel: 4x4, Stride: 2, Filters: 64, Padding: Same, Activation: Relu]
→ Conv_transpose[Kernel: 4x4, Stride: 2, Filters: 64, Padding: Same, Activation: Relu]
→ Conv_transpose[Kernel: 4x4, Stride: 2, Filters: 32, Padding: Same, Activation: Relu]
→ Conv_transpose[Kernel: 4x4, Stride: 2, Filters: 3, Padding: Valid, Activation: Sigmoid]

C Code & Data
The following links provide open-source implementations and custom datasets (if
applicable) for the various learning frameworks presented in this dissertation.
• Chapter 3
https://github.com/ermongroup/flow-gan

• Chapter 4
https://github.com/aditya-grover/bias-correction-generative

• Chapter 5
https://github.com/ermongroup/fairgen

• Chapter 6
https://github.com/ermongroup/graphite

• Chapter 8
https://github.com/aditya-grover/uae

• Chapter 9
https://github.com/chueh-ermon/battery-fast-charging-optimization
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